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Data acquisition and surface reconstruction
The first step of the geometry processing pipeline is to digitize real-world objects and to describe them
in a format that can be handled by the computer. A common approach is to use a 3D scanner to acquire
the coordinates of a number of sample points on the surface of the object. After merging the scans into a
common coordinate system, the surface of the scanned object is reconstructed by approximating the sample
points with a triangle mesh (see Figure 1).

3D scanning
3D scanning technology has advanced significantly over the last two decades and current devices are able to
sample millions of points per second. Large objects, like buildings, are usually scanned with a time-of-flight
scanner. It determines the distance to the object in a specific direction, and hence the 3D coordinates of the
corresponding surface point, by emitting a pulse of light, detecting the reflected signal, and measuring the
time in between. The accuracy of this technique is on the order of millimetres.
Higher accuracy can be obtained with hand-held laser scanners. Such a scanner projects a laser line onto
the object (see Figure 1) and uses a camera to detect position and shape of the projected line. Knowing the
positions of the laser emitter and the camera in the local coordinate frame of the scanner, the concept of
triangulation can be used to compute the 3D coordinates of a set of surface sample points. This approach
further requires to track position and direction of the scanner as it moves around the object, for example
by following a predefined scanning path or by mounting it onto a 3D measuring arm, so as to be able to
transform all coordinates into a common global coordinate system. Hand-held laser scanners are best
suited for smaller objects and indoor scanning and provide an accuracy on the order of micrometres. A
notable example of this scanning technique is the Digital Michelangelo Project [18], which digitized some of
Michelangelo’s statues in Florence, including the David.

(a)

(b)

(c)

Figure 1: 3D scanning with a hand-held laser scanner (a) gives a point cloud (b), and triangulating the points results in a
piecewise linear approximation of the scanned object (c).
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An alternative with similar accuracy is provided by structured-light scanners. Instead of a laser line, such
scanners project specific light patterns onto the object, which are observed again by a camera. Due to the
specific structure of the patterns, 3D coordinates of samples on the object’s surface can then be determined
by triangulation. The most prominent member from this class of scanners is the Mircosoft Kinect, which
can be used to scan and reconstruct 3D objects within seconds [16].

Registration
In general, several 3D scans are needed to capture an object from all sides, and the resulting point clouds,
which are represented in different local coordinate systems, need to be merged. This so-called registration
problem can be solved with the iterative closest point (ICP) algorithm [2] or one of its many variants. To
register two scans P and Q , this algorithm iteratively applies the following steps:
1. for each point in P , find the nearest neighbour in Q ;
2. find the optimal rigid transform for moving Q as close as possible to P ;
3. apply this transformation to Q ,
until the best rigid transform is sufficiently close to the identity. As for the second step, let P = {p1 , p2 , . . . , pm }
and Q = {q1 , q2 , . . . , qm } be the two point sets, such that qi ∈ R3 has been identified as the nearest neighbour
of pi ∈ R3 for i = 1, . . . , m. The task now is to solve the optimization problem
min
R ,t

m
X

kpi − (R qi + t )k2

(1)

i =1

for some rotation R ∈ R3×3 and some translation t ∈ R3 . Denoting the barycentres of P and Q by
p̄ =

m
1 X
pi
m i =1

and

we consider the covariance matrix
M=

m
X

q̄ =

m
1 X
qi ,
m i =1

(pi − p̄ )(qi − q̄ )T

i =1

and its singular value composition M = U ΣV . The solution of (1) is then given by
T

R =U V T

and

t = p̄ − R q̄ .

Surface reconstruction
Once the surface samples are available in a common coordinate system, they need to be triangulated, so
as to provide a piecewise linear approximation of the surface of the scanned object. This can be done
by either interpolating or approximating the sample points, but due to inevitable measurement errors,
approximation algorithms are usually preferred. The computational geometry community has developed
many efficient algorithms for reconstructing triangle meshes from point clouds [8], using concepts like
Voronoi diagrams and Delaunay triangulations, with the advantage of providing theoretical guarantees
regarding the topological correctness of the result as long as certain sampling conditions are satisfied.
Another approach is to define an implicit function F : R3 → R, for example by approximating the signed
distance to the samples [3], such that the iso-surface S = {x ∈ R3 : F (x ) = 0} approximates the sample points
and hence the surface of the object. A popular algorithm from this class, which has been incorporated in
a number of well-established geometry processing libraries, is based on estimating an indicator function
that separates the interior of the object from the surrounding space by efficiently solving a suitable Poisson
problem [17].
The implicit function F is usually represented by storing the function values Fi j k = F (xi j k ) at the
nodes xi j k of a regular or hierarchical grid, and the iso-surface S is extracted by the marching cubes algorithm [22] or one of its many variants. The key idea of this algorithm is to distinguish the 15 local configurations that can occur in each cell of the grid, based on the signs of Fi j k at the cell corners, then to estimate
points on S by linear interpolation of F along cell edges whose end points have function values with different
signs, and finally to connect these points by triangles, with a predefined topology for each cell configuration
(see Figure 2).
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Figure 2: The 15 local configurations considered in the marching cubes algorithm, based on the signs of the function
values at the cell corners. All other configurations are equivalent to one of these 15 cases.

(a)

(b)

(c)

Figure 3: Example of surface reconstruction via iso-surface extraction: original object (a), CT scan (b), and reconstructed
triangle mesh (c).

Iso-surface extraction with marching cubes can also be used to reconstruct surfaces from a volumetric
function F that was generated by a computed tomography (CT) scan of the 3D object (see Figure 3) or by
magnetic resonance imaging (MRI).

Discrete differential geometry
For many geometry processing tasks it is imperative to have available the concepts and tools from differential geometry for working with surfaces. As those usually require the surface to be at least once or twice
continuously differentiable, they need to be carried over with care to discrete surfaces (i.e., triangle meshes).
The resulting discrete differential geometry should satisfy at least two main criteria. On the one hand, we
require convergence, that is, continuous ideas need to be discretized such that a discrete property converges
to the continuous property as the discrete surface converges to a smooth surface. On the other hand, we
want structure preservation, that is, high level theorems, like the Gauss–Bonnet theorem should hold in
the discrete world. The most important concepts are surface normals and curvature, and we restrict our
discussion to them. However, a comprehensive overview of the topic can be found in the SIGGRAPH Asia
Course Notes by Desbrun et al. [5].

Normals
For each triangle T = [x , y , z ] of a triangle mesh with vertices x , y , z ∈ R3 , the normal is easily defined as
n (T ) =

(y − x ) × (z − x )
.
k(y − x ) × (z − x )k
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Figure 4: A vertex V of a triangle mesh with neighbouring vertices Vi and adjacent triangles Ti . The angle of Ti at V is

denoted by θi and the angles opposite the edge Ei by αi and βi . The dihedral angle θE at a mesh edge E is the angle
between the normals of the adjacent triangles.

Along each edge E , we can take the normal that is halfway between the normals of the two adjacent triangles
T1 and T2 ,
n (T1 ) + n (T2 )
n (E ) =
,
(2)
kn (T1 ) + n (T2 )k
and at a vertex V we usually average the normals of the n adjacent triangles T1 , . . . , Tn ,
Pn
γi n (Ti )
n (V ) = Pin=1
.
k i =1 γi n (Ti )k

(3)

The weights γi can either be constant, equal to the triangle area, or equal to the angle θi of Ti at V (see
Figure 4).

Gaussian curvature
It is well known that Gaussian curvature is zero for developable surfaces. Hence it is reasonable to define
the Gaussian curvature inside each mesh triangle to be zero, and likewise along the edges, because the two
adjacent triangles can be flattened isometrically (i.e., without distortion) into the plane by simply rotating
one triangle about the common edge into the plane defined by the other. As a consequence, the Gaussian
curvature is concentrated at the vertices of a triangle mesh and commonly defined as the angle defect
K (V ) = 2π −

n
X

θi ,

i =1

where θi are the angles of the triangles Ti adjacent to the vertex V at V (see Figure 4). Note that this value
needs to be understood as the integral of the Gaussian curvature over a certain region S (V ) around V ,
Z
K (V ) =

K d A,
S (V )

where these regions S (V ) form a partition of the surface of the entire mesh M . With this assumption, the
Gauss–Bonnet theorem is preserved,
Z
X
K dA =
K (V ) = 2πχ(M ),
M

V ∈M

where χ(M ) is the Euler characteristic of the mesh M . As for the definition of S (V ), various approaches
have been proposed, including the barycentric area, which is one third of the area of each Ti , as well as the
Voronoi area, which is the intersection of V ’s local Voronoi cell (with respect to its neighbours Vi ) and the
triangles Ti .

Mean curvature
Like Gaussian curvature, the mean curvature inside each mesh triangle is zero, but it does not vanish at the
edges. In fact, the mean curvature associated with an edge is often defined as
H (E ) = kE kθE /2,
4

(4)

where θE is the signed dihedral angle at E = [V , W ], that is, the angle between the normals of the adjacent
triangles (see Figure 4), with positive or negative sign, depending on whether the local configuration is
convex or concave. This formula can be understood by thinking of an edge as a cylindrical patch C (E ) with
some small radius r that touches the planes defined by the adjacent triangles. As the mean curvature is
1/(2r ) at any point of C (E ) and the area of C (E ) is r kE kθE , we get
Z
H (E ) =

H d A,
C (E )

independently of the radius r . The mean curvature at a vertex V is then defined by averaging the mean
curvatures of its adjacent edges,
n
1X
H (Ei ),
(5)
H (V ) =
2 i =1
where the factor 1/2 is due to the fact that the mean curvature of an edge should distribute evenly to both
end points. As for Gauss curvature, H (E ) and H (V ) need to be understood as integral curvature values,
associated to certain regions S (E ) and S (V ) around E and V , respectively.

Mean curvature vector
Similarly, we can integrate the mean curvature vector H = H n, which is the surface normal vector scaled
by the the mean curvature, over the cylindrical patch C (E ) to derive the discrete mean curvature vector
associated to the mesh edge E = [V , W ],
Z
1
H (E ) =
H d A = (V − W ) × (n (T1 ) − n (T2 )).
2
C (E )
While normalizing H (E ) results in the edge normal vector in (2), the length of H (E ) gives the edge mean
curvature
H (E ) = kH (E )k = kE k sin(θE /2),
which differs slightly from the definition in (4) but converges to the same value as θE approaches zero.
Averaging H (E ) over the edges adjacent to a vertex V gives the discrete mean curvature vector associated
to V ,
n
n
1X
1X
H (Ei ) =
(cot αi + cot βi )(V − Vi ),
H (V ) =
2 i =1
4 i =1
where αi and βi are the angles opposite Ei in the adjacent triangles Ti −1 and Ti (see Figure 4). Normalizing
H (V ) provides an alternative to the vertex normal in (3) and the length of H (V ) gives an alternative to the
vertex mean curvature in (5).

Mesh smoothing
The aforementioned tools can be used for analysing the quality of a surface, for example, by computing
colour-coded discrete curvature plots, but more importantly they are essential for algorithms that improve
the surface quality. Such denoising or smoothing algorithms remove the high frequency noise, which may
result from scanning inaccuracies, while maintaining the overall shape of the surface. The key idea behind
these methods is to interpret the geometry of a triangle mesh (that is, the vertex positions) as a function
over the mesh itself. This function can then be smoothed by either using discrete diffusion flow [7] or by
generalizing classical filter techniques from signal processing to triangle meshes [26].

Simplification
Modern scanning techniques deliver surface meshes with millions and even billions of triangles. As such
highly detailed meshes are costly to process on the one hand and contain a lot of redundant geometric
information on the other, they are usually simplified before further processing. A simplification algorithm
reduces the number of triangles while preserving the overall shape or other properties of the given mesh.
This strategy is also commonly used in computer graphics to generate different versions of a 3D object
5
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Figure 5: Neptune model at different levels of details with 4,000,000 (a), 400,000 (b), 40,000 (c), and 4,000 (d) triangles.

at various levels of detail (see Figure 5), so as to increase the rendering efficiency by adapting the object
complexity to the current distance between camera and object. Simplification algorithm can further be used
to transfer and store geometric data progressively. For more information about mesh simplification and the
related topic of mesh compression we refer to the survey by Gotsman et al. [13].

Vertex clustering
The simplest mesh simplification technique subdivides the bounding box of a given mesh into a regular grid
of cubic cells and replaces the vertices inside each cell by a unique representative vertex, for example, the
cell centre. Triangles with all vertices in the same cell degenerate during this clustering step and are removed
by the subsequent clean-up phase. This approach is very efficient, and by appropriately choosing the cell
size, it is easy to guarantee a given approximation tolerance between the original and the simplified mesh.
However, it does not necessarily generate a mesh with the same topology as the original mesh. While this is
problematic if, for example, manifoldness of the mesh is required by further processing tasks, it enables to
simplify not only the geometry, but also the topology of a mesh, which is advantageous for removing small
topological holes resulting from scanning noise.

Mesh decimation
Mesh decimation algorithms iteratively remove one vertex and two triangles from the mesh, and the decimation order is based on some cost function. The three main decimation operators are shown in Figure 6.
The halfedge collapse operator moves a vertex p to the position of one of its neighbours q , so that the
vertex itself and the two triangles adjacent to the connecting edge disappear. Note that collapsing p into q
is different from collapsing q into p , hence there are two possible collapse operations for each edge of the
mesh. The decimation algorithm evaluates a cost function for each possible halfedge collapse, sorts the
latter in a priority queue, and iteratively applies the simplification step with the currently smallest cost. As
each halfedge collapse modifies the mesh in the local neighbourhood, the costs for nearby halfedges may
need to be recomputed and the priority queue updated accordingly.
The standard cost function measures the distance between p and the simplified mesh after removing p ,
so that each decimation step increases the approximation error in the least possible way. However, depending
on the application, it can be desirable to use other cost functions. For example, the cost function can be

(a)

(b)

(c)

Figure 6: Local halfedge collapse (a), vertex removal (b), and edge collapse (c) operators for iterative mesh decimation.
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based on the ratio of the circumcircle radius to the length of the shortest edge for the new triangles that
are generated by a halfedge collapse, so as to compute simplified meshes with triangles that are close to
equilateral. Or it can sum up the mean curvature associated with the new edges after removing p , so that
simplification steps which smooth the mesh are preferred. Moreover, the distance function can be used
in addition as a binary criterion to add only those collapses to the queue, which keep the simplified mesh
within some approximation tolerance.
The vertex removal operator deletes one vertex and retriangulates the resulting hole. A halfedge collapse
can be seen as a special case of this operator, as it corresponds to a particular retriangulation of the hole.
For vertices with six or more neighbours there exist additional retriangulations, hence the vertex removal
operator offers more degrees of freedom than the halfedge collapse operator, which helps to improve the
quality of the simplified mesh.
Another generalization of the half-edge operator is the edge collapse operator. It joins two neighbouring
vertices p and q and moves them to a new position r , which can be different from q and is usually chosen
to minimize some cost function. The most common approach is based on the accumulated quadric error
metric [12]. For each triangle T = [x , y , z ] of the initial mesh with normal n and distance d = n T x from the
origin, the squared distance of a point v ∈ R3 to the supporting plane P of T can be written as
dist(v, P )2 = v̄ T Q v̄ ,
where v̄ = (v, 1) ∈ R4 are the homogeneous coordinates of v and the symmetric 4 × 4 matrix Q = n̄ n̄ T is
the outer product of the vector n̄ = (n , −d ) ∈ R4 with itself. For each original mesh vertex p with adjacent
triangles T1 , . . . , Tn we define the error function
Ep (v ) =

n
X

2

dist(v, Pi ) = v̄

i =1

T

 n
X



Qi v̄ = v̄ T Qp v̄

i =1

as the sum of quadratic distances to the associated supporting planes P1 , . . . , Pn . This error function is a
quadratic form with ellipsoidal isocontours. Writing Qp as
Qp =



A
bT

b
c



with A a symmetric 3 × 3 matrix and b ∈ R3 , the position v∗ ∈ R3 which minimizes Ep (v ) can be found by
solving the linear system Av∗ = −b . This, in turn, can be done robustly, even in the case of a rank deficient
matrix A, using the pseudoinverse of A. Now, whenever the edge between p and q is collapsed, the error
function for the new point r is defined as E r = Ep + Eq with the associated matrix Q r = Qp + Qq , thus
accumulating the squared distances to all supporting planes associated with p and q , and the position of r
is the one that minimizes E r .

Parameterization
A parameterization of a surface is a bijective mapping from a suitable parameter domain to the surface. The
basics of parametric surfaces were already developed about 200 years ago by Carl Friedrich Gauß. But only
quite recently, the parameterization of triangle meshes has become a major research field in computer-aided
design and computer graphics, due to the many applications ranging from texture mapping to remeshing
(see Figures 7 and 8). These applications require parameterizations that minimize the inevitable metric
distortion of the mapping. We restrict our discussion to methods which assume the surface to be topologically
equivalent to a disk (i.e., it is a triangle mesh with exactly one boundary) and can thus be parameterized over
a disk-like planar domain. A triangle mesh with arbitrary topology can either be split into several disk-like
patches, which are then parameterized individually, resulting in a texture atlas, or be handled with a global
parameterization technique. For more details on mesh parameterization and its applications, we refer to the
SIGGRAPH Asia Course Notes by Hormann et al. [15].

Distortion of mesh parameterizations
The parameterization of a mesh M is a continuous, preferably bijective mapping f : Ω → M between some
parameter domain Ω ⊂ R2 and M , such that each parameter triangle t is mapped linearly to the corresponding
7

(a)

(b)

(c)

Figure 7: The parameterization of a triangle mesh (a) over the plane can be used to map a picture (b) onto the surface of
the mesh (c). This process is called texture mapping and is supported by the graphics hardware.

(a)

(b)

Figure 8: Applications of parameterizations: using the parameterization of the mesh over a rectangle to lift a regular grid
from the parameter domain to the surface generates a regular quadrilateral remesh of the shape (a); fitting a B-spline
surface by minimizing the least squares distance between the mesh vertices and the surface at the corresponding
parameter point results in a smooth approximation of the shape (b).

mesh triangle T (see Figure 9). Such a piecewise linear mapping f is usually specified by defining its inverse
g = f −1 , which is often called the parameterization of M , too. The mapping g is also piecewise linear
and uniquely determined by the parameter points v = g (V ) for each mesh vertex V . Hence, the task is to
find parameter points v such that the resulting mappings g and f exhibit the least possible distortion with
respect to some distortion measure.
Distortion can be measured in various ways, resulting in different optimal parameterizations, but in
general the local distortion of a mapping f : R2 → R3 is captured by the singular values σ1 ≥ σ2 ≥ 0 of the
Jacobian J f of f . In fact, considering the singular value decomposition of J f ,
σ 0 
1
J f = U 0 σ2 V T ,
0
3×3

where U ∈ R

2×2

and V ∈ R

0

are orthogonal matrices, as well as the first order Taylor expansion of f about v ,
f (v + d v ) ≈ f (v ) + J f d v,

M
gj T
T

t
fj t
Figure 9: Parameterization of a triangle mesh.
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we can see that a disk with some small radius r around v is mapped to an ellipse with semi-axes of length
r σ1 and r σ2 around the surface point f (v ) in the limit. If σ1 = σ2 = 1, then the mapping is called isometric
and neither angles nor areas are distorted locally around v under the mapping f . A conformal mapping that
preserves angles but distorts areas is characterized by σ1 = σ2 , and a mapping with σ1 σ2 = 1 preserves areas
at the cost of distorting angles and is called equiareal. In general, the metric distortion at v is then defined
by E (σ1 , σ2 ), where the local distortion measure E : R2+ → R+ is some non-negative function which usually
has a global minimum at (1, 1) so as to favour isometry, or with a minimum along the whole line (x , x ) for
x ∈ R+ , if conformal mappings are preferred.
As a mesh parameterization f is piecewise linear with constant Jacobian per triangle t , we can define
the average distortion of f as
ÁX
X
t
t
¯
E (f ) =
E (σ1 , σ2 )A(t )
A(t ),
(6)
t ∈Ω

σ1t

t ∈Ω

σ2t

where
and
are the singular values of the Jacobian of the linear map f |t : t → T and A(t ) denotes the
area of t . Alternatively, we can also consider the average distortion of the inverse parameterization g = f −1 ,
ÁX
X
E¯ (g ) =
E (σ1T , σ2T )A(T )
A(T ),
(7)
T ∈M

T ∈M

with the advantage that the sum of surface triangle areas in the denominator is constant and can thus be
neglected upon minimization. Note that the singular values of the linear map g |T are just the inverses of the
linear map f |t , that is, σ1T = 1/σ2t and σ2T = 1/σ1t . In either case, the best parameterization with respect to
the distortion measure E is then found by minimizing E¯ with respect to the unknown parameter points.

Harmonic maps
One of the first parameterization methods that were used in computer graphics considers the Dirichlet
energy [11, 24] of the inverse parameterization g . It is given by E¯ (g ) in (7) with the local distortion measure

ED (σ1 , σ2 ) = 12 σ1 2 + σ2 2
and turns out to be quadratic in the parameter points. It can thus be minimized by solving a linear system. A
potential disadvantage of harmonic maps is that they require to fix the boundary of the parameterization in
advance. Otherwise, the parameterization degenerates, because ED takes its minimum for mappings with
σ1 = σ2 = 0, so that an optimal parameterization is one that maps all surface triangles T to a single point.
And even if the boundary is set up correctly, it may happen that some of the parameter triangles overlap
each other, and so the parameterization is not bijective.

Conformal maps
Another approach is to use the conformal energy [6, 19]
EC (σ1 , σ2 ) = 12 (σ1 − σ2 )2
as a local distortion measure in (7). This still yields a linear problem to solve, but only two of the boundary
vertices need to be fixed in order to give a unique solution. Unfortunately, the resulting parameterization
depends and can vary significantly on the choice of these two vertices. And even though it is possible to
define and compute the best of all choices, the problem of potential non-bijectivity remains.
Conformal and harmonic maps are closely related. Indeed, we first observe for the local distortion
measures that
ED (σ1 , σ2 ) − EC (σ1 , σ2 ) = σ1 σ2
and it is then straightforward to conclude that the overall distortions defer by
ÁX
X
A(Ω)
E¯D (g ) − E¯C (g ) =
A(t )
A(T ) =
.
A(M )
t ∈Ω
T ∈M
Therefore, if we take a conformal map, fix its boundary and thus the area of the parameter domain Ω, and
then compute the harmonic map with this boundary, then we get the same mapping, which illustrates the
well-known fact that any conformal mapping is harmonic, too.
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The conformal energy EC is clearly minimal for locally conformal mappings with σ1 = σ2 . However, it is
not the only energy that favours conformality. The so-called MIPS energy [14]
E M (σ1 , σ2 ) =

σ1 σ2 σ1 2 + σ2 2
+
=
σ2 σ1
σ1 σ2

is also minimal if and only if σ1 = σ2 . An advantage of this distortion measure is the symmetry with respect
to inversion,
E M (σ1T , σ2T ) = E M (σ1t , σ2t ),
so that it measures the distortion of both mappings f |t and g |T at the same time. The disadvantage is that
minimizing either of the overall distortion energies in (6) and (7) is a non-linear problem. However, E¯M (f ) is
a quadratic rational function in the unknown parameter points and E¯M (g ) is a sum of quadratic rational
functions, and both can be minimized with standard gradient descent methods. Moreover, it is possible to
guarantee the bijectivity of the resulting mapping.

Isometric maps
A local distortion measure that is minimal for locally isometric mappings is the Green-Lagrange deformation
tensor
2
2
EG (σ1 , σ2 ) = (σ1 2 − 1) + (σ2 2 − 1) ,
and the corresponding non-linear optimization problem can be solved efficiently with an iterative two-step
procedure [20]. An initial step maps all surface triangles rigidly into the plane. Next, the parameter points are
determined such that all the parameter triangles match up best in the least squares sense, which amounts to
solving a sparse linear system. This global step is followed by a local step where each parameter triangle
is approximated by a rotated version of the rigidly mapped surface triangle, which requires to determine
optimal rotations, one for each triangle. Iterating both phases converges quickly towards a parameterization
which tends to balance the deformation of angles and areas very well.

Angle-based methods
Instead of minimizing a deformation energy it is also possible to obtain parameterizations using different
concepts. For example, angle-based methods [25] aim to find the 2D parameter triangulation such that
the angles in each parameter triangle t are as close as possible to the angles in the corresponding surface
triangle T . To ensure that all parameter triangles form a valid triangulation, a set of conditions on the angles
need to be satisfied, hence leading to a constrained optimization problem in the unknown angles, which
can be solved using Lagrange multipliers. A simple post-processing step finally converts the solution into
coordinates of the parameter points. By construction, this method tends to create parameterizations that
are as conformal as possible in a certain sense, and guaranteed to be bijective.

Subdivision surfaces
Subdivision methods are essential in computer graphics as they provide a very efficient and intuitive way
of designing curves and surfaces. The main idea of these methods is to iteratively refine a coarse control
polygon or control mesh by adding new vertices, edges, and faces (see Figure 10). This process generates
a sequence of polygons or meshes with increasingly smaller edges which converges to a smooth curve or
surface under certain conditions. In practice, few iterations of this refinement process suffice to generate
curves and surfaces that appear smooth at screen resolution. We restrict our discussion to a brief overview of
the most important surface subdivision methods. More details can be found in the SIGGRAPH Course Notes
by Zorin and Schröder [28] and in the books by Warren and Weimer [27], Peters and Reif [23], and Andersson
and Stewart [1].

Triangle meshes
One of the simplest schemes for triangle meshes is the butterfly scheme [10]. This scheme adds new vertices,
one for each edge of the mesh, and the positions of these new vertices are affine combinations of the nearby
old vertices with weights shown in Figure 11. These weights stem from locally interpolating the 8 old vertices
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(b)
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(d)

Figure 10: Subdividing an initial triangle mesh (a) gives a triangle mesh with four times as many triangles (b), and
repeating the process (c) eventually results in a smooth limit surface (d).
¡1/16
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Figure 11: Stencil for new vertices of the butterfly scheme.

by a bivariate cubic polynomial with respect to a uniform parameterization and evaluating it at the midpoint
of the central edge. The new triangle mesh is then formed by connecting the new vertices as illustrated in
Figure 12, thus splitting each old triangle into four new triangles.
The limit surfaces of the butterfly scheme are C 1 -continuous except at the irregular initial vertices
(those with other than six neighbours), but Zorin et al. [29] discuss a small modification that overcomes this
drawback and yields limit surfaces that are C 1 -continuous everywhere.
Another subdivision scheme for limit surfaces that are C 1 -continuous at the irregular initial vertices and
even C 2 -continuous otherwise is the Loop scheme [21]. This scheme has a simpler rule for the new edge
vertices (see Figure 13), but it also requires to compute a new position p k at subdivision level k ∈ N for any
old vertex p k −1 at subdivision level k − 1 by taking a convex combination of the neighbouring old vertices
p1k −1 , . . . , pnk −1 and the vertex itself (see Figure 13),
n
X

p k = 1 − n β (n ) p k −1 + β (n )
pik −1 ,
i =1

where the weight

 

1 5
3 1
2π 2
β (n ) =
−
+ cos
n 8
8 4
n

(a)

(b)

Figure 12: Topological refinement (1-to-4-split) of triangles (a) and quadrilaterals (b).
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Figure 13: Stencils for new vertices (a) and new positions of old vertices (b) for the Loop scheme.

depends on the valency of p k −1 . For example, the weight β (6) = 1/16 is used for regular vertices.
Obviously, this scheme does not interpolate the initial values in general, but one can show that the limit
position of the vertex p k is
n
X

p ∞ = 1 − n γ(n ) p k + γ(n )
pik
i =1

with
γ(n ) =

8β (n )
.
3 + 8n β (n )

For implementing the Loop scheme, there basically are two choices. One way is to first compute the
new positions of the old vertices without overwriting the old positions, followed by the creation of the new
vertices and the refinement of the mesh, but this requires to reserve space for two sets of coordinates for
each vertex. An alternative is to first compute the new vertices, then to refine the mesh, and finally to update
the positions of the old vertices, using the formula
n
X

p k = 1 − n α(n ) p k −1 + α(n )
p̄ik
i =1

with α(n ) = 8/5 · β (n ), where p̄ik are the new neighbours of the vertex p k −1 after refinement.

Quadrilateral meshes
A similar subdivision scheme for quadrilateral meshes is the Catmull–Clark scheme [4]. Topologically, it
creates the subdivided mesh by inserting new vertices, one for each face and one for each edge of the old
mesh, and splitting each old quadrilateral into four as shown in Figure 12. In addition, it also assigns a new
position to every old vertex. Figure 14 shows the rules for computing all vertices, where the weights
α(n ) = 1 −

7
,
4n

β (n ) =

3
,
2n 2

γ(n ) =

1
4n 2

of the vertex stencil depend on the valency of the vertex. The limit surfaces of this scheme are C 2 -continuous
except at the irregular vertices, where they are only C 1 -continuous.
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Figure 14: Stencils for new face vertices (a), new edge vertices (b), and new positions of old vertices (c) for the Catmull–
Clark scheme.
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Figure 15: Stencil for new vertices (a) and topological refinement (b) for the Doo–Sabin scheme.

Arbitrary meshes
The Doo–Sabin scheme [9] can be applied to meshes with arbitrary polygonal faces and uses a single subdivision rule for all new vertices. More precisely, for each polygonal face with n vertices, n new vertices are
computed using the stencil in Figure 15 with
αi =

3 + 2 cos(2i π/n )
,
4n

i = 0, . . . , n − 1,

and they are connected to form the faces of the new mesh as shown in Figure 15. This leads to a new mesh
where each old vertex with valency n is replaced by an n -gon, each old edge by a quadrilateral, and each old
face by a new face with the same number of vertices. Note that all vertices of the new mesh have valency
four. The limit surface is C 1 -continuous and interpolates the barycentres of the initial faces.

Useful libraries
Implementing geometry processing algorithms from scratch can be a daunting task, but there exist a number
of excellent cross-platform C++ libraries for Windows, MacOS X, and Linux, which provide useful data
structures, algorithms, and tools.
• The computational geometry algorithms library CGAL is an open source project with the goal to
provide efficient and reliable algorithms for geometric computations in 2D and 3D. A special feature
of this library is that it can perform exact computations with guaranteed correctness.
• OpenFlipper is an open source framework, which provides a highly flexible interface for creating and
testing geometry processing algorithms, as well as basic functionality like rendering, selection, and
user interaction. It is based on the OpenMesh data structure and developed and maintained by the
Computer Graphics Group at RWTH Aachen.
• MeshLab is an extensible open source system for processing and editing unstructured 3D triangle
meshes and provides a set of tools for editing, cleaning, healing, inspecting, rendering, and converting
such meshes. It is based on the VCG library and developed and maintained by the Visual Computing
Lab of CNR-ISTI in Pisa.
• The libigl geometry processing library provides simple facet and edge-based topology data structures,
mesh-viewing utilities for OpenGL and GLSL, and a wide range of functionality, including the construction of sparse discrete differential geometry operators. It is heavily based on the Eigen library and
provides useful conversion tables for porting MATLAB code to libigl.
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