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Abstract
Cloud computing has changed the way distributed systems are designed, built, and maintained.
Economies of scale made large deployments viable, mainly through hardware commoditization.
Hardware became cheaper, but not more reliable. In the current cloud environment, more
machines mean more failures. Despite some efforts to tolerate failures, “cloud outages” are a
very common phenomenon. Unless these outages are caused by crashes, they usually are not
immediately detected and corrected. In other words, these systems will silently accumulate
corrupted data. The traditional crash-stop fault-tolerance model is inadequate to detect and
tolerate these failures. A broader failure model is required, the Byzantine failure model. The
Byzantine failure model makes fewer assumptions about the behavior of faulty nodes, and thus
tolerates a broader set of failures. Unfortunately, Byzantine fault-tolerance (BFT) has been
known traditionally for being non-scalable, unaware of confidentiality issues, and prone to
contention. In this thesis, we address the issues of confidentiality, scalability, and contention in
BFT distributed systems.
BFT, in its original description, sought to detect and tolerate faulty data coming from replicas.
It did not foresee a situation where faulty replicas would be exploited to leak information. We
address the issue of confidentiality by applying secret sharing techniques, making it impossible
for any faulty replica to leak information since no replica contains a complete copy of the data.
To ensure that no faulty replica can compromise the retrieval of information, we adopt a share
validation technique that requires neither complex validation code from clients nor additional
information from replicas besides the shares themselves. This share validation mechanism also
supports homomorphic operations, which are the foundation of server-side manipulation of
data without compromising its confidentiality.
From a pragmatic perspective, BFT has become a synonym for state-machine replication
(SMR). In other words, deploying a BFT system usually means deploying some implementation
of SMR. It is well-known that SMR is inherently not scalable in its simplest approaches. To make
BFT scalable, we break the system in several self-contained, independent BFT partitions. The
safety, liveness, and strong serializability properties are maintained by a BFT multi-partition
transaction execution protocol. This protocol contains optimizations that make it very efficient
for single-partition, and read-only transactions. Partitioning the state, however, leads to undesired side-effects such as limiting the kinds of operations that can be performed with safety,
liveness, and strong serializability across partitions.
We circumvent these limitations on arbitrary operations by generalizing our BFT multipartition transaction execution protocol to support multi-round execution. Instead of a single
round to execute and vote on the outcome of a transaction, replicas are able to exchange
data between rounds. This data exchange is mediated by clients, and it tolerates Byzantine
clients. This data exchange mechanism is exploited to manage the problem of contention.
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Replicas establish a partial order on conflicting transactions with the help of timestamps. The
partial order is achieved by adding one round to exchange and comparing these timestamps.
A sophisticated locking mechanism allows conflicting transactions to be re-ordered in case of
timestamp change, thus effectively eliminating aborts caused by contention.
We extensively evaluated these contributions with fully functional prototypes. These prototypes included the whole stack, from the BFT atomic broadcast library to the application code.
The applications implemented include (in no particular order): micro-benchmarks, the TPC-B
benchmark, an NFS v2 client and server (including the Sun RPC protocol), a transactional
key-value store, an SQL engine for the Apache Derby RDBMS, a Twitter-like social network
service, and an Apache Kafka-like message queue system.
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Chapter 1

Introduction
The advent of large scale on-demand availability of computing resources (the so-called “cloud”
computing model) has completely changed the way distributed systems are designed and
implemented. Whereas a distributed system of the 80s would be comprised of a few large
machines strategically placed as close as possible to each other, current distributed systems can
span from hundreds to thousands of virtual machine (VM) instances distributed across large
geographical areas. To emphasize the difference in scale, such systems have been given the
label “cloud-scale.” Microsoft, for example, claims to have more than a million servers at their
disposal for their cloud computing needs.1
This scale of hardware deployment has enabled a new class of applications that need to
deal with loads unimaginable even a few years ago. Social media websites, for example, start
being considered relevant nowadays when they break the million-user threshold,2 but are only
considered successful after they pass the hundred-million-user threshold.3
The challenges to develop and deploy such distributed systems are many, and in this thesis
we focus on four different areas. First, there is the issue of failures, both at the hardware
and software levels. Second, there is the issue of data privacy and/or confidentiality, which is
particularly relevant when sensitive data is hosted on third-party servers. Third, these systems
must scale almost indefinitely, growing through several orders of magnitude. Finally, these
systems have to deal with contention, which despite significant efforts at the design level can
still be the Achilles’ heel of otherwise scalable systems.
In the following sections, we address each one of these issues in more detail and establish
how this thesis addresses them.

1.1 Fault tolerance
Deployments at very large scale suffer from a constant stream of faults (e.g., Schroeder et al.
[2009]). Given the nature of the hardware and software commonly used in cloud deployments,
the occurrence of faults is not only unavoidable, it must become part of the design of the system.
1
http://www.extremetech.com/extreme/161772-microsoft-now-has-one-million-servers-less-than-google-butmore-than-amazon-says-ballmer
2
http://news.cnet.com/8301-1023_3-57590968-93
3
http://expandedramblings.com/index.php/important-instagram-stats/
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Companies like Netflix became famous for their “chaos monkey” agents,4 whose purpose is to
proactively cause faults to make sure that recovery mechanisms work properly. Fortunately,
with large-scale deployments come the benefits of economy of scale. Integrating additional
instances to such systems is so cheap nowadays that anecdotal evidence from companies like
Google suggests that it is more cost effective to preemptively take down any machine that starts
behaving strangely than to spend any amount man-hours trying to troubleshoot it.
There are two major failure models that are usually considered when talking about fault
tolerance. The first, and more commonly supported, is the crash-stop failure model. Under
that model, faulty components are assumed to stop functioning entirely once a fault occurs.
An effort is made, therefore, so that the lack of response from any given component (or an
arbitrarily defined threshold thereof) is propagated to higher levels of abstraction and cause
further disruption.
Although widely deployed, this is a somewhat optimistic model when compared to the
reality of faults in real hardware. The majority of faults that have been observed in large scale
deployments does not incur a complete stop of the components (Vishwanath and Nagappan
[2010]). In fact, components such as hard disks, network cards, RAM, and even CPUs may or
may not resume normal behavior after presenting a faulty behavior. If they do resume normal
behavior, then the crash-stop model will not be sufficient to recover from the corrupted state in
which the components placed themselves into.
A more comprehensive failure model is the Byzantine model. In this model, there is no
assumption about the behavior of components once a failure happens. We believe that this is a
model better suited to the cloud environment, given the nature of the cloud deployments. A
more in-depth discussion about the Byzantine failure model is presented in Section 2.3.
The Byzantine model is particularly suited to the intercloud (also known as cloud-of-clouds)
model, where resources are allocated from different cloud providers (Bernstein et al. [2009]).
The motivation behind such a deployment model is the fact that failures can happen at the
highest levels of physical deployment. There are many reported incidents where whole data
centers became unreliable due to weather conditions, cascading failures, or even simple routing
configuration errors. By pooling from different providers, preferably from different geographical
locations, such large-scale failures can also be tolerated.

1.2 Confidentiality
Another issue of large-scale deployments is the uncertainty about the location and level of
protection of user-generated data. This is particularly relevant in applications which deal with
confidential data. The so-called problem of “confidentiality in the cloud” has recently become a
hot topic in the wake of the revelations of wide-scale warrant-less surveillance and monitoring of
the internet by government agencies from all over the world. The problem can be summarized
shortly: In a large-scale geographically distributed system, the machines that will host a given
user’s data could be located in jurisdictions with different legal frameworks, offering different
levels of privacy protection. Government agencies will use these differences in legal frameworks
to try to subvert protections granted to the data of foreign citizens, and sometimes even their
own.5 Furthermore, any internet-connected system is subject to a constant, relentless, and
unending sequence of hacking attempts by private entities to obtain confidential data.
4
5

http://techblog.netflix.com/2012/07/chaos-monkey-released-into-wild.html
http://www.theguardian.com/world/2013/nov/20/us-uk-secret-deal-surveillance-personal-data
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A large-scale cloud-based service employing thousands of servers must necessarily have
many points of entry from the internet in order to accommodate the volume of traffic and
requests coming from users. The more points of entry a system has, the more opportunities it
offers for malicious parties to gain unauthorized access. In other words, the attack surface of
the system increases. Because of that increased attack surface, confidentiality is a major issue
whenever users rely on cloud services because of the increased risk of information leakage.
Both traditional and Byzantine fault tolerance (BFT) techniques offer tolerance against
missing and/or invalid replies from servers. In fact, the original definition of Byzantine faults
(Lamport et al. [1982]) does not encompass information leakage, where a Byzantine server
co-operates (maliciously or not) with unauthorized clients in order to leak information.
The problem of confidentiality in the cloud can be described as separate issues. First, it
can manifest itself by leveraging faults in otherwise honest servers to compromise and leak
confidential information. Second, a malicious server may behave correctly to authorized users,
while leaking the information to third parties using any number of covert channels to avoid
detection (Aumann and Lindell [2007]; Brodsky et al. [2000]; Newman [2007]). These two
issues make information leakage an intrinsically harder problem than tolerating faulty replies
from servers.

1.3 Scalability
It is clear that cloud-scale systems have tremendous scalability requirements. Given the internal
size and number of clients that cloud-scale applications have to deal with, such systems are
usually designed to be multi-tiered, and as stateless as possible. A division in several tiers allows
better encapsulation and a clearer division of responsibilities, which allows a simpler allocation
of resources. Stateless tiers are simple to scale and make fault-tolerant. Thus, the scalability of
cloud-scale applications depends on the scalability of the stateful tiers. In other words, it is the
database, at the bottom of the application stack, that is often the performance and availability
bottleneck.
Although much effort has been put into developing sophisticated database protocols that
target scalability and availability, cloud-scale applications often face the database bottleneck
challenge by relying on backend storage systems that offer guarantees weaker than the traditional ACID properties (i.e., atomic and persistent transactions with strong isolation). This
new generation of systems, with few or no isolation guarantees, have been termed NoSQL, as
opposed to the more traditional SQL systems.
The NoSQL versus SQL dilemma has given rise to a heated debate, with NoSQL advocates
claiming that traditional relational databases cannot scale to cloud environments, and SQL
advocates claiming that NoSQL systems scale at the cost of pushing the complexity to the
application and giving up on some of the guarantees that SQL systems offer (e.g., Stonebraker
[2010]). In other words, there seems to be a consensus that scalability and strong transactional
properties at the storage level are mutually exclusive.
This intuition is supported by the properties of traditional replication mechanisms used for
fault tolerance, such as state-machine and primary-backup replication. With state-machine
replication, every operation must be executed by every replica; thus, adding replicas does not
increase throughput. With primary-backup replication, the primary executes operations first
and then propagates the state changes to the backups; system throughput is determined by the
primary.
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The most common approach to scale a replicated service has been to break it in several
partitions. The intuition is that the load can be distributed in the following ways. First, it is
assumed that the data can be split in such a way that hotspots (i.e., items that are frequently
requested) are evenly divided across partitions. Second, it is assumed that the clients’ data are
evenly distributed across partitions, i.e., that each partition will be under the same average load
from clients. Third, it is assumed that clients’ data can be “localized,” i.e., that the average
client’s data will not span several partitions.
To summarize, the scalability challenge is to offer replication (needed for fault tolerance),
while being able to scale even in the presence of strongly consistent transactions, and addressing
the possibility of contention.

1.4 Contention management
Given the very large numbers of concurrent users, contention for generation, modification and
access of data is a major problem for some cloud-scale applications. The issue of contention,
however, should not be confused with scalability. Although some of the measures taken to fulfill
the scalability requirements also do help with mitigating contention (such as the partitioning of
application state), the problem of contention resolution is a separate issue that if left unchecked,
can bring systems that are otherwise scalable to a halt.
Most of the effort in the area of contention resolution has been done preemptively, i.e., at
the design stage, attempting to prevent contention from happening altogether. This approach,
however, cannot be applied to all applications. For example, applications that need to store a
unique sequence of events that is consistent system-wide (e.g., distributed commit logs, message
queues, ...) cannot avoid contention at the insertion of new events.
In systems that require mutual exclusion (e.g., transactional systems), contention and
deadlocks are almost interchangeable concerns. To prevent deadlocks from happening, many
systems simply chose to abort conflicting transactions. Although aborts eventually lead to an
optimistic ordering of transactions, in highly contented areas the throughput of the system will
suffer in direct proportion with the complexity of the transactions. To ensure that throughput will
not suffer from contention, it is necessary to establish an execution order to prevent conflicting
transactions from interleaving with each other.
On the other hand, simply establishing a total order of events (or transactions) is not a
good solution either. Achieving total order in large distributed system may be inconvenient,
costly, or even physically impossible (due to network topology restrictions, e.g., asymmetric
links). To solve the contention problem without resorting to total order, the definition of an
execution order should only be done when conflicting events are detected. In short, solving the
performance penalty of contention requires establishing a partial order of events.
The question is how to establish a partial order in a BFT system, with the minimum amount
of overhead.

1.5 Contributions
In summary, this thesis provides three major contributions.
In the area of confidentiality, we surveyed the landscape of confidentiality-preserving systems,
and concluded that traditional encryption-based systems have severe short-comings when the
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Byzantine model is considered. We adopted a practical and lightweight secret-sharing based
approach, which enabled us not only to bypass encryption for data at rest, but also to provide
confidentiality-preserving server-side computations.
In the area of scalability, we propose an algorithm that allows the partitioning of a BFT
state-machine while preserving strongly-consistent transaction execution. Our protocol allows
for scalable transactions of all kinds, and is optimized for transactions that are single-partition
(both read-only and update transactions), and multi-partition read-only transactions.
In the area of contention management, first we generalized our transaction execution
protocol to support multi-round execution, which allows us to perform data exchanges between
partitions within the execution of a transaction. This generalized version of the protocol supports
the execution of arbitrarily complex cross-partition operations. Then, we applied the multiround transaction protocol to manage contention, and effectively eliminate aborts by ordering
conflicting transactions only when needed to resolve a conflict.
For each contribution, we implemented, validated, and evaluated the performance using
micro-benchmarks and a range of applications.

1.6 Thesis outline
The remainder of this thesis is structured as follows. Chapter 2 describes the system model,
including our assumptions about client and server behavior.
Chapter 3 contains our work on confidentiality. It presents Belisarius, our confidentialitypreserving key-value store. We discuss its design, and evaluate its performance.
Chapter 4 presents our work on scalability. We discuss the limited scalability of state-machine
replication algorithms, and related work in the area of partitioning state-machines. We present
Augustus, a scalable BFT strongly-consistent transactional key-value store. We also discuss its
design, and evaluate its performance.
Chapter 5 presents our generalized transaction execution protocol, and our work on contention management. We discuss the limitations of partitioned short-transactions systems when
dealing with complex operations due to the limited data exchange capabilities between partitions. We also discuss the issue of contention is transactional systems, and how it affects both
performance and scalability. We then present Callinicos, our multi-round, contention-tolerant,
scalable BFT strongly-consistent transactional key-value store, followed by a description of its
design and performance evaluation.
Chapter 6 offers some final remarks, presents future work, and concludes this thesis.

6

1.6 Thesis outline

Chapter 2

System Model
The remaining of this thesis relies on a few assumptions about the system model, and uses a
specific terminology. We detail the terminology and the assumptions below.

2.1 Processes and links
We consider a set of ⇧ = {p1 , ..., pn } processes connected by a network. Processes communicate
by message passing. They do not have access to a shared memory or a global clock. The system
is asynchronous, that is, there are no bounds on processing times, relative process speeds, or
message delays. The communication links may fail to deliver, delay, or duplicate messages, or
deliver them out of order. We assume that communication links are fair, i.e., that if a message is
sent infinitely often to a correct receiver, then it is received infinitely often.
Processes communicate using either one-to-one or one-to-many communication. One-toone communication is through primitives send(m) and receive(m), where m is a message. If
sender and receiver are correct, then every message sent is eventually received. One-to-many
communication is based on atomic broadcast, through the primitives abcast(m) and deliver(m),
and used by processes to propagate messages to a group of processes participating in the atomic
broadcast. The atomic broadcast ensures (Défago et al. [2004]):
Validity If a correct process broadcasts a message, then all correct participants will eventually
receive it.
Agreement If a correct participant process delivers a message, then all correct participants will
eventually deliver it as well.
Integrity Any given message is delivered by each correct participant at most once, and only if
it was previously broadcast.
Total order If some correct participant delivers message A after message B, then every correct
participant delivers A only after it has delivered B.
The definition of a correct process is presented in Section 2.3. Although not required by this
work, atomic broadcast algorithms make additional assumptions (e.g., partial synchrony as
described by Dwork et al. [1988]).
There is an arbitrary number of client processes and a fixed number n of server processes,
where clients and servers are disjoint.
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2.2 State machine replication
A state machine (Lamport [1978]) consists of a set of possible states S and a set of possible
commands C. Commands change the state according to a function e(c, s) = s0 , which defines the
resulting state s0 from executing command c when the state is s. The function e is deterministic,
and its execution is atomic with respect to commands. Clients issue requests to servers, in which
they invoke the commands. Given the deterministic nature of the commands, the outputs of
a state machine are completely determined by its initial state and the sequence of processed
commands.
The replication of a state machine requires the creation of replicas of that state machine,
and placing the replicas in a distributed system (Schneider [1990]). As long as all replicas are
started with the same state, they process requests in the same order, and there are no faults,
their respective outputs will be the same. The consensus on request order can be implemented
using an atomic broadcast algorithm, as indicated in the previous section.

2.3 Byzantine fault-tolerance
Processes can be correct or faulty. A correct process follows its specification; a faulty, or Byzantine,
process presents arbitrary behavior. Arbitrary behavior can manifest itself as crashes, refusal
to interact with other processes, injection of spurious messages into the network, distribution
of corrupted state, and even delay of correct processes. Byzantine processes, however, cannot
delay correct processes indefinitely.
We assume that at most f servers can be Byzantine. Agreement on the message ordering
requires n = 3 f + 1 servers (Lamport et al. [1982]). BFT execution and storage assumes 2 f + 1
servers (Yin et al. [2003]), and 2 f + 2 servers if confidentiality-preserving measures are being
taken (see Chapter 3).
We make a distinction in client behavior between actions that violate the BFT protocol and
actions that follow the BFT protocol, but that are semantically wrong at the application level. A
typical example of semantically wrong behavior is a client that writes corrupt data or deletes
correct data while following the BFT protocol. Although semantically wrong application-level
behavior (albeit BFT-compliant) does fit the definition of arbitrary behavior given above, we
consider it to be out of scope for this thesis. Implementing fault tolerance for this class of
client behavior requires application-specific knowledge and tools, and is usually achieved by
employing multi-version storage, pattern-based detection systems, application-level policies,
and access control (King and Chen [2005]).
We use cryptographic techniques in the communication layer for authentication and digest
calculation. We assume that Byzantine processes are computationally bounded so that they are
unable, with very high probability, to subvert the cryptographic techniques used.

2.4 Consistency criteria
In the following, we briefly define the consistency criteria used in the thesis. We model an
execution of the system by a history, which is a finite sequence of command invocations and
responses.
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Sequential consistency
A system is sequentially consistent if each history it produces can be reordered such that (i) it
respects their semantics, and (ii) it respects the ordering of commands issued by the same client.
In other words, a sequentially consistent system ensures a FIFO ordering from the point-of-view
of clients.

Linearizability
A system is linearizable if each history it produces can be reordered such that (i) it respects the
semantics of the commands, as defined in their sequential specifications, and (ii) it respects
the order of non-overlapping commands across all clients. In a linearizable system, the state
change caused by a command is immediately visible to every subsequent command, as if it were
a centralized, atomic execution.
A transaction is a thread of control that applies a finite sequence of commands to a set of
objects shared with other transactions.

Serializability
A system is serializable if all histories it produces are serializable. A history is serializable if
it is equivalent to a sequential history of the same transactions, that is, a history in which
transactions execute one after the other.

Strong/Strict serializability
A system is strong/strict serializable if (i) it is serializable, and (ii) for each history H it produces,
if transaction T terminates before transaction T’ starts in H, then T precedes T’ in the sequential
history.
According to Herlihy and Wing [1990], linearizability can be viewed as a special case of
strict serializability where transactions are restricted to a single operation applied to a single
object.
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Chapter 3

Confidentiality
In this chapter, we address the problem of confidentiality in a cloud environment considering
Byzantine faults which lead to data leakage. In Section 3.1, we present the related work in the
areas of confidentiality in the cloud and confidentiality in BFT systems, including our choice of
obfuscation mechanism for cloud deployment. We present our confidentiality-preserving BFT
storage system, Belisarius, in Section 3.2, its implementation in Section 3.3, and its evaluation
in Section 3.4.

3.1 Related work
3.1.1 Confidentiality mechanisms
Confidentiality in BFT systems can be achieved either through obfuscation1 or firewalling. Both
are based on opaque masking quorum systems (Malkhi and Reiter [1998]). Each one of these
approaches presents a different set of trade-offs, which are enumerated below.

3.1.2 Firewall-based systems
Firewall-based confidentiality-preserving BFT systems assume that: (1) the system operates
under state-machine replication (Schneider [1990]), and (2) all messages have to pass through
a filter that is placed between clients and servers. The role of the filter is to discard any content
that does not conform to the majority of a Byzantine-tolerant quorum. In particular, when
servers communicate with clients, the filter makes sure that only messages that match the
output of the BFT majority are allowed to pass through. Non-matching messages are discarded
immediately to prevent leakage.
Yin et al. [2003] have presented the only general-purpose system based on firewalling we
are aware of. The system is based on a Privacy Firewall which separates the ordering of requests
from their execution. These two layers are separated by several layers of filters, responsible for
eliminating any Byzantine replies. Byzantine replies are detected using threshold signatures
(Shoup [2000]; Reiter and Birman [1994]), which are fast to reconstruct and verify, but are
computationally expensive to create. Threshold signatures have been used previously in the
1
We use obfuscation as an umbrella term for methods that protect the plain text by a reversible, yet practically
unbreakable permutation, and not as a synonym for steganography, which is a much weaker method of data protection.
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context of Byzantine fault-tolerance as a bootstrapping mechanism for key management in
encryption-based systems (e.g., Herlihy and Tygar [1987]; Garay et al. [2000]), Byzantine
agreement protocols (e.g., Cachin and Poritz [2002]), and for securing membership changes
(Rodrigues et al. [2012]). Besides the performance cost of threshold signatures and increased
latency caused by the filter layers, there are two significant downsides to Privacy Firewall, as we
explain next.
First, although firewall-based systems support the execution of arbitrary commands, this
support is limited to commands that behave deterministically, that is, each request yields exactly
the same bit-by-bit reply from each replica. For example, any service dealing with servergenerated timestamps will require either perfect clock synchronization between replicas or
compromise for less accurate timestamps. Since the first layer of filters prevents any reply from
passing through unless it matches the shared signature (i.e., matches the majority of replies),
clients are not allowed to see non-perfectly matching answers, even if it would be possible for
clients to implement their own application-dependent logic to handle such cases (e.g., averaging
the timestamps).
Second, Privacy Firewall introduces two new sources of Byzantine nodes. Whereas in
traditional BFT systems each node was responsible for both order and execution and thus only
one type of Byzantine node existed, in the Privacy Firewall system there may be f Byzantine
agreement nodes, g Byzantine filter nodes, and h Byzantine execution nodes. This causes a
heavy investment in infrastructure, even if some of these roles can be combined in the same
physical node. For example, to tolerate a single fault of each type, the system must have at least
11 processes running in 9 nodes (e.g., the first layer of the filter shares nodes with the ordering
layer). Agreement nodes require a 3 f + 1 quorum, filter nodes require a (g + 1)2 quorum, and
execution nodes require a 2h + 1 quorum. Finally, the execution nodes must be on a separate
network partition from the agreement nodes, and they must interface only through the filter
nodes, which must themselves also be partitioned in g + 1 layers.
Given these constraints, the use of the firewalling approach is restricted to only a few
environments, and it is particularly ill-suited for cloud computing where customers cannot
dictate, for example, network topology.

3.1.3 Obfuscation-based systems
Within the obfuscation class of BFT systems, servers can tolerate data leakage, since all the data
they host is unusable due to the obfuscation mechanism. In other words, obfuscating systems
are only as strong as their obfuscation scheme. The obfuscation scheme can be cryptographic,
secret sharing, or a combination of both (e.g., Kubiatowicz et al. [2000]; Adya et al. [2006];
Storer et al. [2009]; Herlihy and Tygar [1987]; Lakshmanan et al. [2003]; Subbiah [2006];
Bessani et al. [2008, 2013]).

Obfuscation through cryptography
Obfuscation through cryptography is the most common approach (Damiani et al. [2003]). In
fact, when Byzantine-fault tolerance is not involved, it seems to be the standard answer for
confidentiality-preserving systems. Cryptography is usually employed to obfuscate the data,
which is then submitted to potentially Byzantine participants for storage.
Cryptography, however, does not solve the problem of confidentiality. It just shifts the
problem from preserving the confidentiality of the data to preserving the confidentiality of the
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cryptographic keys. Since cryptographic keys cannot be trusted to servers, distribution and
revocation of keys is a non-trivial problem, which in turn generates high management costs.
Some systems try to solve the problem of key management by employing secret sharing (as
presented in the next section) to store the keys on the Byzantine servers, effectively running
a secret sharing-based system to bootstrap the cryptography-based system (e.g., Reiter et al.
[1996]; Herlihy and Tygar [1987]; Garay et al. [2000]). Bessani et al. [2013] employ a hybrid
obfuscation model, which trades homomorphic properties for reduced storage space by applying
symmetric encryption of the data, secret sharing of the encryption key, and erasure codes to
distribute the encrypted data.

Obfuscation through secret sharing
The use of secret sharing as a method to preserve confidentiality in BFT systems relies on the
idea that a shared secret can only be reconstructed if a sufficient number of shares is provided
(Stinson [1992]). By making the minimum number of required shares to reconstruct the secret
larger than the expected number of Byzantine members, information leaked by those members
cannot lead to a reconstruction of the secret.
The usage of secret sharing for obfuscation of data has an extensive literature. However,
due to the traditional assumption of poor performance for secret sharing algorithms (Subbiah
and Blough [2005]), most previous works focused on performance rather than its mathematical
properties. For example, Subbiah [2006] used a secret sharing algorithm based on XOR
decomposition (a very efficient operation in modern CPUs), and Krawczyk [1993] uses an
algorithm that generates smaller shares, which reduces the bandwidth and storage requirements.
The concern about performance comes mainly from three observations: First, the time
needed for the creation of shares increases linearly with the number of replicas, whereas
cryptography-based systems require only one encryption pass. Second, data can only be
manipulated once the shares are retrieved and the secret is reassembled (e.g., Bessani et al.
[2013]). In other words, to perform an update clients need to read the shares, validate them to
eliminate the Byzantine ones, perform the change locally, and then write the shares of the new
value to the replicas. This interaction pattern has so far limited the application of secret sharing
to simple key-value stores.

3.1.4 Confidentiality and homomorphism
Belisarius is the first step towards a secure multiparty computation (Goldreich et al. [1987]; BenOr et al. [1987]), Byzantine fault-tolerant storage system. The ideal confidentiality-preserving
storage system should be able to present the same functionality to applications as a conventional
system. In other words, a confidentiality-preserving system should be able to provide the same
commands as a conventional (i.e., non confidentiality-preserving) system.
To be able to support arbitrary commands, the obfuscation mechanism must be homomorphic,
i.e., it must allow operations to transform the obfuscated data such that the result is equivalent
to applying the operation to the original data. For example, a mechanism that is additively
homomorphic will allow two values A and B to be added together in their obfuscated form,
and when de-obfuscated the result will be the sum of A and B. Practically speaking, an
additively homomorphic secret sharing scheme guarantees that addition operations performed
on the shares will be carried on to the secret. A fully homomorphic mechanism allows arbitrary
commands to be performed on obfuscated data by decomposing them into a boolean or arithmetic
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circuit (i.e., a series of additions and multiplications), which can be applied non-interactively to
the obfuscated data.
As discussed in Section 3.1.3, cryptography-based obfuscation systems are restricted to
simple storage, since server-side manipulation of encrypted data is currently impossible or
unpractical (Fontaine and Galand [2007]), i.e., many orders of magnitude slower than plaintext
manipulation (Gentry [2009]). Current secret sharing systems are also limited to simple storage,
since none leverages the homomorphic properties of the underlying algorithms for server-side
execution.
Although no fully homomorphic secret sharing scheme currently exists, Shamir’s secret
sharing scheme (Shamir [1979]) has been proven to support additive homomorphism (Benaloh
[1986]). In a nutshell, the algorithm is based on the idea that polynomial coefficients and points
on a polynomial curve are interchangeable. Therefore, to share a secret S in a number n of
shares, where at least t shares are required to reassemble the secret, we sample n points (x, y)
from a polynomial P of degree t 1 whose constant coefficient (i.e., P(0)) is the secret and the
other coefficients are taken randomly. To reassemble the secret we need to retrieve at least t
shares to interpolate the polynomial P at the origin. To ensure that at least one share comes from
a correct server, we must have t > f . This algorithm has been proved information-theoretically
secure, since its security relies only on the mathematical properties of polynomial interpolation,
and therefore is secure against adversaries with unbounded computing power. It is possible
to transform Shamir’s scheme into a fully homomorphic scheme by making it interactive, i.e.,
multiplications need an extra round of communication between participants (Cramer et al.
[2000]; Hirt et al. [2000]).
The validation of shares is an area of intensive research (e.g., Tompa and Woll [1989];
Herzberg et al. [1995]; Ogata et al. [1996]; Chang and Chan [2000]), and is usually done by
introducing some token with the data (e.g., a checksum, a digest, a previously agreed piece
of information). By introducing such a token, any homomorphic property is taken away since
token generators are not homomorphic.
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Table 3.1. Comparison of confidentiality methods.
Type

Supported
operations

Firewall

Arbitrary

Roundtrip
latency
C

+
2

F

+

Storage

Infrastructure

CPU
usage

Management

Example(s)

O(1)

Large

High

Simple

Yin et al. [2003]

Encryption

Storage

C

+2

O(1)

Small

Low

Complex

Secret sharing

Storage

C

+2

n
O( f +1
), O(n)

Small

Low

Simple

Kubiatowicz et al. [2000]; Adya
et al. [2006]; Herlihy and Tygar
[1987]; Garay et al. [2000];
Damiani et al. [2003]
Storer et al. [2009]; Lakshmanan
et al. [2003]; Subbiah [2006];
Bessani et al. [2008, 2013],
Belisarius

Table 3.2. Comparison of secret sharing-based systems.
Operations

Storage

Failure model

Preserves homomorphism?

Storer et al. [2009]
Lakshmanan et al. [2003]
Subbiah [2006]
Bessani et al. [2008]
Bessani et al. [2013]

Key-value store
Key-value store
Key-value store
Tuple-space
Versioned file storage

Crash stop
Byzantine
Byzantine
Byzantine
Byzantine

No (Shamir with RAID techniques)
No (Shamir with “verification string”)
No (XOR-based)
No (Shamir with threshold signature)
No (Shamir with hash)

Belisarius

Key-value store

O(n)
O(n)
O(n)
O(n)
n
O( f +1
)

Byzantine

Yes (Shamir with Harn and Lin [2009])

O(n)

3.1 Related work

Reference
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3.1.5 An obfuscation mechanism for the cloud
As discussed in Section 3.1.1, there are two classes of confidentiality mechanisms: obfuscation
and firewalling. Firewalling is an architectural solution: it prevents unauthorized communication
between Byzantine clients and servers. Although a firewalling approach can support arbitrary
commands, due to its requirements about network topology firewalling is impractical in a cloud
computing environment.
Obfuscation based on cryptographic schemes presents high overhead and complexity (e.g.,
key lifecycle management, key distribution, and data re-encryption protocols required to revoke
an encryption key). Some previous works addressed by introducing a secret-sharing subsystem
to handle the storage of the keys (e.g., Garay et al. [2000]; Parakh and Kak [2009]). Secret
sharing schemes have been stereotyped as not efficient enough for wide-spread usage (Reiter
et al. [1996]). These claims about secret sharing performance, however, were not evaluated in
the context of BFT.
Table 3.1 summarizes the different approaches to confidentiality in BFT systems. In the
“Roundtrip latency” column, C indicates the communication delay of the consensus algorithm
and F indicates the communication delay of the privacy firewall, which in the case of Yin et al.
[2003] is (h + 1) .
Table 3.2 summarizes previous work based on secret sharing. Several works do not address
Byzantine failures (e.g., Storer et al. [2009]). All of the secret sharing-based approaches that do
consider a Byzantine failure model do not concern themselves with the homomorphism of the
secret sharing scheme (e.g., Lakshmanan et al. [2003]) and trade it for either faster sharing
algorithms (e.g., Subbiah [2006]), smaller share sizes (e.g., Bessani et al. [2013]) or more
complex application interfaces (e.g., Bessani et al. [2008] provides compare-and-set commands).
We opted for secret sharing, as it is the only method that combines a light infrastructure
without the need for additional key management services in order to guarantee data confidentiality in a replicated BFT storage service. Between the many published secret sharing schemes,
we consider Shamir’s secret sharing algorithm (Shamir [1979]) for the reasons described in
Section 3.1.4. We apply the cheater detection algorithm presented by Harn and Lin [2009],
which does not rely on additional validation information and thus preserves the homomorphic
properties of the secret sharing scheme. We then build a high performance storage system that
tolerates Byzantine faults, and show how applications can make efficiently use of it.

3.1.6 Quorum-based secret share validation
In traditional BFT systems, the minimal quorum required for execution is 2 f + 1 replicas (Yin
et al. [2003]). In other words, if each server possesses a full in-the-clear copy of the data, clients
need only to perform a simple comparison between replies and return the one that has at least
an f + 1 majority.
For quorum-based secret share validation, however, 2 f + 1 replies are not enough. This can
be easily illustrated for f = 1 with a quorum of 2 f + 1 = 3 servers (see Figure 3.1). Clients
need at least two replies to be able to reconstruct the original data. There are, therefore, three
possible combinations of shares and each server’s share participates in two combinations (i.e.,
share1 with share2 , share2 with share3 , and share1 with share3 , as shown in Figure 3.1(a)). The
share coming from the Byzantine server can corrupt two out of three combinations, making it
impossible to isolate the correct combination using a majority test (see Figure 3.1(b)).
Since in Belisarius we strive not to modify the data by mixing or appending a validation
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Figure 3.1. Share validation in Belisarius (a) with 2 f + 1 correct shares and f = 1; (b)
with one corrupt share; (c) with 2 f + 2 shares, including one corrupted. S , the black-filled
dot, is the correct combination (secret), X , Y and Z are combinations including corrupt
shares. White-filled dots indicate the share values for diﬀerent servers. Squares indicate
combinations of shares including one corrupt share.

token to preserve the homomorphic properties of the secret sharing scheme (see Section 3.2.5),
each client must perform secret share validation using a large enough quorum by combining
shares until a majority of identical combinations is found (Harn and Lin [2009]).
By introducing another correct server in the f = 1 example, thus increasing the number of
execution servers to 2 f + 2, clients will receive three correct shares and at most one corrupt
share. The three possible combinations of two shares out of the three correct shares will have
the same value, while all the combinations involving the corrupt share will be different (see
Figure 3.1(c)).
We capture secret share validation in Belisarius by two observations:
Observation 1. For a system with at most f Byzantine servers, clients need at least 2 f + 2 servers
to perform secret share validation without augmenting the shares with validation information.2
Observation 2. In a system that has at most f Byzantine servers out of 2 f + 2, the correct
combination will have a cardinality of at least f + 2 and corrupt combinations will have a
cardinality of at most f .
Observation 1 allows clients to distinguish correct shares, as explained above. Observation 2
has a very pragmatic application: clients can identify the correct combination after it appears
f + 1 times rather than f + 2, since a cardinality of f + 1 can only be achieved by the correct
combination.
In the general case, a client waits for a set R with f + 2 server replies and starts computing
the secret for enough subsets of R of size f + 1 until it assembles a set C of f + 1 combinations
with the same value. In the worst case, the client receives the f faulty replies first and will have
to collect all 2 f + 2 replies before being able to identify the correct combination.
2
Although Harn and Lin [2009] defines 3 types of attacks on share validation, in Belisarius only types 1 (single
server failure) and 2 (Byzantine servers collusion) apply, since honest servers distrust all other servers, do not allow
other servers to access their shares, and only reply to requests from clients.
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Although the number of combinations in Belisarius’s scheme increases factorially with f , in
practice this is unlikely to be detrimental: (1) the best case increases linearly with f as indicated
by Observation 2; (2) clients have enough information to filter Byzantine servers and give their
replies a lower priority in the sequence of combinations; and (3) in most deployments, f = 1.

3.2 Belisarius design
Belisarius, the system we designed and implemented, relies on the mathematical properties
of a homomorphic secret sharing algorithm to provide confidentiality-preserving server-side
operations. Belisarius compares favorably to previous solutions in four aspects: First, differently
from a privacy firewall, its architecture is economical and simple. Second, although in Belisarius
data is obfuscated, the performance impact of obfuscating the data is minimal. Third, Belisarius
provides confidentiality without requiring complex and cumbersome key management systems.
Fourth, it has very good overall performance (i.e., high throughput and low latency).
Belisarius’s performance is credited not only to avoiding complex and computationally
inefficient cryptography, but also to its design choice of moving a significant part of the protocol
from the servers to the clients. Clients apply a novel approach to cheater detection in secret
sharing schemes in the context of Byzantine fault-tolerance. In other words, we opportunistically
shift some of the protocol overhead to the clients, resulting in a performance boost. To ensure
confidentiality during transport, our framework allows for, but does not mandate, point-to-point
encryption of secret data.
In Belisarius, a Byzantine server cannot compromise the confidentiality of the stored data
for the simple reason that no server possesses a complete in-the-clear version of the data. This
is achieved by applying a secret sharing scheme to all data before it is stored in the servers.
Different from previous secret sharing-based systems, Belisarius maintains the homomorphic
property, which is then leveraged to provide server-side privacy-preserving data manipulation.
Although secret sharing schemes have been proven safe from attackers with access to
unbounded computing power, they are still vulnerable to a different class of attacks, in which
participants can disrupt the reconstruction of the secret by providing corrupt shares (i.e.,
“cheating”). It becomes then necessary to detect shares from cheaters and remove them from
the reassembly procedure. In Belisarius, we use a quorum to validate shares since it maintains
the additive homomorphism and has a very small overhead.

3.2.1 System interface
Our system implements a linearizable (Attiya and Welch [2004]) BFT key-value store service
using state machine replication (Schneider [1990]). There are four operations to manipulate
entries in the store: read(key), write(key,value), cmp(key,value), and add(key,value). Read
returns the share that a server possesses for a given key. Write sets the share for the given
key. Cmp performs value comparison. Add tells the server to add the given value to the value
it possesses for the given key. We expose addition to clients to allow applications to leverage
from Shamir’s secret-sharing scheme additive homomorphism. When paired either with a fully
homomorphic secret sharing scheme or with a multi-round execution protocol (Gennaro et al.
[1998]), Belisarius can expose a multiplication operation as well. Both key and value are of
arbitrary type and length. For the secret sharing, we chose a finite field corresponding to the
data length (e.g. a Galois field with order 256, GF(256), for single byte values).
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3.2.2 System architecture
The three main components of Belisarius are the client-side confidentiality handler, the BFT
communication protocol (i.e., one-to-one or one-to-many communication), and the server-side
transparent manipulation of obfuscated data (see Figure 3.2). The client-side confidentiality
handler is responsible for submitting operations to the servers and applying the secret sharing
scheme to the confidential data. The communication protocol offers Byzantine fault-tolerant
total ordering of requests to application clients and servers. The server-side data manipulation
component is responsible for performing operations on the obfuscated data that can make use
of the additive homomorphism of the secret sharing scheme.
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protocol'
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protocol'
BFT'comm.'
protocol'
protocol'

Network'
Figure 3.2. Overview of Belisarius.

3.2.3 The client side
To execute an operation against the servers, a client decomposes the operation parameters
(i.e., the confidential data) into shares using Shamir’s secret sharing (SSS). The operations
write(key,value), add(key,value) and cmp(key,value) are converted respectively into individual
write(key,share), add(key,share) and cmp(key,share) operations for each server. Once the shares
have been calculated, they are broadcast using the total order protocol described in the next
section.
In Belisarius, clients encrypt each server’s share with the session key shared with that
server and assemble a single message to be broadcast. This approach has the advantage of
batching all the server shares into one single message that is ip-multicast by the total order
broadcast layer. Session keys can be negotiated using any session key negotiation protocol. If
the underlying communication links provide end-to-end confidentiality (i.e., no eavesdropping),
clients can send server shares by means of point-to-point communication, bypassing the total
order broadcast protocol. Clients must still broadcast the operation identifier (or a digest of the
operation) for total order. The advantage of such an approach is that it offloads the broadcast
primitive. The client then waits for the result of the operation from the servers.
Our performance measurements (see Section 3.4.1) indicate that for small f the overhead of
the combinatorial validation scheme is minimal, and for larger f the overhead of the underlying
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BFT protocol causes a more significant impact (e.g., the number of messages that needed to
be exchanged to achieve consensus, the extra processing required, and the latency that they
incur). Nonetheless, Byzantine servers could exploit the combinatorial nature of the algorithm
to cause extra processing on the clients by immediately sending bad shares back, which could
be naively used by clients to calculate at least f useless combinations. This attack vector can be
counter-measured by enforcing a “server preference list” on the client-side: clients include in
the list servers whose shares lead to the optimum number of combinations to reveal the secret.

3.2.4 Communication protocol
Our total order broadcast protocol builds on PBFT (Castro and Liskov [2002]). Like PBFT, we
require 3 f + 1 replicas to execute the total order broadcast protocol.
For each client REQUEST message there is one PRE-PREPARE message from the primary
replica, responsible for dictating the global order of requests, one PREPARE message from each
backup replica, and a COMMIT message from each replica. The client receives at least 2 f + 1
REPLY messages from the servers.
For services that do not employ secret sharing, the client has to collect at least f + 1 unique
REPLY messages with equal content. In other words, the execution quorum (i.e., the number
of replicas executing the request) is at least 2 f + 1 Yin et al. [2003]. As soon as the client has
received f + 1 identical results from different senders, it can deliver the result to the client
application.
For services that employ secret sharing, the execution quorum is 2 f + 2, and additional steps
are needed as detailed in Section 3.1.6.

3.2.5 The server side
Confidentiality of the data stored on servers is guaranteed by the fact that no single server
contains any usable data by itself. In fact, due to the properties of the secret sharing algorithm,
we setup the system so that there will always be a correct replica participating in any execution
quorum. This will prevent information leakage by making it impossible for Byzantine clients to
reconstruct leaked data by requesting it only to the Byzantine servers.
Obfuscated data on the servers cannot be as easily manipulated as plain data. For example,
in the case of systems that obfuscate their data using traditional encryption schemes (i.e.,
non-homomorphic encryption schemes) arbitrary changes to the obfuscated data cause the loss
of the original data. This has the unfortunate side-effect of preventing any kind of server-side
data manipulation (i.e., secure multiparty computation: Goldreich et al. [1987]; Ben-Or et al.
[1987]). We enable additive operations to be performed on the server-side. As a proof of
concept, we exploited additive homomorphism in the TPC-B-like benchmark (see Section 3.4.5).
One difficulty with data obfuscation through secret sharing is that it makes state transfer
between servers more complicated. As in PBFT, servers in Belisarius can checkpoint their state.
In case of recovery, however, a Belisarius server cannot simply ask for the state of another server.
There are two alternatives for state recovery in this scenario: either (1) honest replicas help the
recovering replica to generate a new share by employing multi-party computation techniques
(Hirt et al. [2000]; Damgård et al. [2007]), or (2) authorized clients intermediate the recovery
process while they access the system by generating shares for recovering servers Castro and
Liskov [2000].
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3.2.6 Correctness
We refer to Malkhi et al. [1998] for a discussion about the implication of Byzantine clients in
the definition of linearizability.

Proposition 1. Belisarus ensures linearizability.

Proof. Let be an execution of Belisarius as seen by the system clients. From the definition of
linearizability Attiya and Welch [2004], there exists a permutation ⇡ of all the operations in
that satisfies the following two properties.
(1) For each key k, the sequence of operations that access x, ⇡|k, is legal. A sequence of
operations is legal if each read(k) returns value vr = v0 + v1 + ... + vn and each add(k, v) returns
value vr = v0 + v1 + ... + vn + v, where the operations that precede the read and the add are
write(k, v0 ); add(k, v1 ); ...; add(k, vn ). (For simplicity we assume each key to be initialized with
a write operation.)
(2) If the response of operation o1 occurs in before the invocation of operation o2 , then o1
appears before o2 in ⇡.
From the algorithm, every command in is delivered by the servers in the same order. Let
⇡ be a permutation of that respects the delivery order of operations.
We first show that for each key k, ⇡|k is legal (property (1)). Since the broadcasts are
totally ordered, every process delivers the messages for the operation on x in the same order.
Let read(k) be an operation in ⇡. The case for add(k, v) is similar and thus omitted. We
distinguish two cases: (a) The operation that immediately precedes the read is a write(k, v). In
this case, each correct server si delivers the write immediately before the read and returns its
share of v, sh(v)i . From the algorithm, the client waits for f + 1 correct shares and computes
v = f (sh(v)0 , ..., sh(v) f ), the value returned by the read operation. (b) The read operation
is preceded by sequence write(k, v0 ); add(k, v1 ); ...; add(k, vn ). Thus, every correct server si
delivers the sequence of operations write(k, sh(v0 )i ); add(k, sh(v1 )i ); ...; add(k, sh(vn )i ), and
returns value x i = sh(v0 )i + sh(v1 )i + ... + sh(vn ). The client collects f + 1 such shares from
correct servers and composes the result of the read, vr . Since Shamir’s secret sharing algorithm
is homomorphic for addition, it follows that f (x 0 , ..., x f ) = v0 + v1 + ... + vn .
We now show that ⇡ respects the real time ordering of operations in
(property (2)).
Assume operation o1 finishes in before operation o2 begins. Then, o1 was delivered by the
servers before o2 , and consequently o1 is ordered before o2 in ⇡.
Proposition 2. Every invocation has a matching response.

Proof. Assume that an authorized client submits a command. Thus, it decomposed the
command parameters into shares and broadcast these to all servers. From the properties of the
total order broadcast, eventually all honest servers will delivered the command, execute it, and
return the answer to the client. Since there are at least 2 f + 2 servers, the client will receive at
least f + 2 replies from honest servers and compute the result of the command.
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3.3 Implementation
We implemented a prototype of Belisarius in Java. Our prototype includes all the features
described in Section 3.2. The prototype does not yet implement the checkpoint and view change
protocols of PBFT Castro and Liskov [2002], since the absence of these protocols does not
influence the behavior of the prototype even if a non-primary replica fails. Each one of the
deployed replicas participates in the total order protocol, and also executes the request once
delivered to the application.
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Protocol*handler*

Deserializa'on*

Serializa'on*
Parallel&execu*on&

Authen'ca'on*
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Figure 3.3. Belisarius implementation stack.
The implementation is organized as a stack of layers (see Figure 3.3), each responsible
for a specific task: (1) a low-level I/O layer, which interacts with the network sockets; (2) an
authentication layer, which handles creation and verification of message authentication codes
(MAC); (3) a serialization layer, responsible for encoding and decoding messages; (4) the
protocol handler, which keeps track of the status of each request; and (5) the application layer.
In order to assess the impact of multicore servers on the protocol performance, our implementation allows different levels of parallelism. Layers can be aggregated together in blocks,
or coupled by event queues. Events are processed in no particular order by the underlying
scheduling library (Chirino [2010]) up to the point of delivery, where a strict delivery order
is enforced. Even at the point of delivery to the application, however, batching is employed to
reduce the cost of thread switching.
For convenience, we have named the extreme cases of aggregation monolithic and parallel.
The monolithic approach runs all layers within a single execution block from the network socket
up to the application and back to the socket. It is still possible to have as many execution
blocks as there are cores in the server. The main advantage of the monolithic approach is
the minimal overhead in thread switching and scheduling costs, while its main downside is
that the implementation can only handle packets as fast as a single core can process them.
The parallel approach separates each layer on its own execution block. Execution blocks are
distributed between the cores and executed as soon as possible. This approach’s main advantage
is the potential for better resource scheduling, and its main downsides are the implementation
complexity and thread-switching costs.
With respect to communication, we have organized the nodes in two multicast groups. Both
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contain all replicas, but one is used by clients to send requests, and the other is used only for
inter-replica communication of protocol-related control messages. Replies are sent directly back
to the clients using UDP.
Our BFT total order broadcast layer behaves as an application-agnostic communication
library. We used SHA-1 based HMACs and AES-128 for transport encryption. We also implemented Shamir’s secret sharing scheme ourselves, since the available libraries either did not
support arbitrary-length payloads or were not implemented in Java. Our implementation uses
the Horner scheme to evaluate polynomials, and an optimized version of Lagrange interpolation
where the basis polynomials ` j (x) are precomputed for x = 0.
For the purposes of performance comparison, we also implemented the “Privacy Firewall”
proposed by Yin et al. [2003]. We build it on top of the total order broadcast communication
library provided by Belisarius and used ThreshSig (Weis and Kissner [2006]) to provide the RSA
threshold signature algorithm (Shoup [2000]). We used this implementation in our performance
comparison tests in Section 3.4.4.

3.4 Evaluation
We evaluated the performance of Belisarius with six benchmarks:
• Secret sharing throughput: we compared the performance of our implementation of the
secret sharing scheme against a symmetric encryption cipher.
• Scheduling strategies: we compared different levels of parallelism within the BFT protocol
to evaluate potential gains from multicore servers.
• Belisarius no-op throughput and latency: we measured the throughput and latency of
“null operations” for different sizes of payload and number of clients to stress test our BFT
total order broadcast communication protocol.
• Privacy Firewall comparison: we compared the throughput and latency of Belisarius’s
confidentiality stack to the Privacy Firewall.
• TPC-B: we implemented two versions of a TPC-B-like benchmark, comparing client-side
and server-side execution.
• NFS: we compared the performance of NFS version 2 when implemented on top of
Belisarius to a native Linux implementation.
We ran all the tests on a cluster of Dell SC1435 servers equipped with two dual-core
AMD Opteron processors running at 2.0 GHz and 4 GB of main memory. The servers are
interconnected through an HP ProCurve 2900-48G gigabit network switch. The servers ran
Ubuntu Linux 10.04.2 LTS 64-bit with kernel 2.6.31-11-rt. We used the OpenJDK Runtime
version 1.6.0_20 with the 64-Bit Server VM (build 19.0-b09).

3.4.1 Secret sharing throughput
We compared the performance of our implementation of SSS to the implementation of the AES
that is bundled with the JVM (see Table 3.3). The comparison was made by taking payloads
of sizes from 4 bytes to 8 kB and measuring the time necessary to encrypt and decrypt them
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with AES, and the time necessary to split and join them with SSS. While evaluating decoding
times, we separated the evaluation of a simple join of shares to find the original data and the
full secret share validation, which requires at least f + 1 joins to be made.
For example, an 8 kB payload is encoded with AES in 231 µs and split with our SSS
implementation in 266 µs for f = 1, and 371 µs for f = 2. For simple joins, our SSS
implementation also performs similarly to AES. For example, an 8 kB payload is decoded with
AES in 233 µs and joined by SSS in 250 µs for f = 1, and 318 µs for f = 2. The performance
of validating SSS (“Validating” columns in Table 3.3) is progressively worse than simple joins,
which was expected due to the nature of the validating algorithm. For f = 1 on an 8 kB payload
it takes 480 µs, which is about twice the time taken by AES; for f = 2 on an 8 kB payload it
takes 915 µs.

Table 3.3. Execution times for AES and SSS encoding and decoding, rounded to the nearest
microsecond.
Payload
(bytes)
4
1024
2048
4096
8192

AES
Encoding Decoding
2
30
59
116
231

4
30
59
117
233

SSS
Splitting

f =1
Joining

Validating

Splitting

f =2
Joining

Validating

2
34
65
131
266

2
29
56
123
250

2
55
107
236
480

2
45
89
179
371

2
38
72
159
318

3
107
207
459
915

3.4.2 Impact of parallelism on performance
We implemented a no-op server (i.e., the server simply returns the data sent by clients, without
secret sharing) on top of Belisarius to measure throughput and latency under different combinations of payload sizes and numbers of clients. The number of clients started with one, and
doubled until 128. The payload size started at 4 bytes, and doubled until 8 kB. In this section,
for clarity, we focus the analysis on the case of 4-byte payloads. The next section compares the
effect of payload size on the throughput.
A summarized comparison of performance measurements is presented in Figure 3.4. The
monolithic implementation performed consistently worse than the parallel implementation,
with latencies almost four times higher. In particular, the parallel stack excels with a small
number of clients with a throughput up to 3.5 times higher than the monolithic. The latency
shows a similar trend, with values at 40% of the monolithic stack for a number of clients up
to 32. We believe that the parallel approach allows maximum usage of resources early on, but
as concurrency increases the thread-switching overhead becomes significant, which causes the
parallel stack to peak at 20 kops/s at 128 clients, falling to the same performance level as the
monolithic stack. For small numbers of clients the monolithic approach suffers from its reliance
on a single core to execute all the layers in one pass.
In possession of these data points, we tried a hybrid protocol stack. In the hybrid stack
we merged several layers (namely authentication, serialization, and protocol handler) in one
execution block, while keeping the other blocks. This reorganization has allowed us to reduce
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Figure 3.4. Comparison of parallel protocol stack and hybrid protocol stack to the monolithic
stack for a payload size of 4 bytes. Labels indicate number of simultaneous clients.

scheduling-related costs, and improve the throughput 40 percentage points in average over the
parallel stack for up to 128 clients. Latency remained practically the same, with an improvement
of only 6 percentage points in average over the parallel stack for up to 32 clients.
Due to its better overall performance, we used the hybrid stack on all following benchmarks.

3.4.3 No-op throughput and latency evaluation
Using the same no-op server as previously, we measured throughput and latency under different
combinations of payload sizes and number of clients. The number of clients started with one,
and doubled until 128. The payload size started at 4 bytes, and doubled until 8 kB.
A summary of throughput vs. latency for different payload sizes is presented in Figure 3.5.
Each curve represents a payload size and each point in a curve represents a different number of
clients. The maximum throughput is around 23 kops/s for a latency of 4.6 ms. For payloads
between 4 and 128 bytes, the breakpoint is around 64 clients for throughput of 21 kops/s in
average and a latency of 6 ms in average. For payloads up to 64 bytes, the throughput scales
almost linearly with the number of clients until it reaches 64 clients. After this number of clients
the throughput saturates at around 21 kops/s for payloads between 4 and 128 bytes. The
latency remains under 6 ms for up to 128 clients with 16-bytes payloads, and under 10 ms for
up to 128 clients with 512-bytes payloads. Even for 8 kB payloads, the latency remains under
10 ms for up to 8 clients.
For payloads larger than 256 bytes, we have a much sharper increase in latency. We believe
this is caused by several factors working together: (1) costs of memory allocation within the
Java VM, (2) growing share of CPU time used for authentication, and (3) increased I/O times.
We also compared the throughput of Belisarius’s approach to confidentiality (i.e., secret
sharing) to the traditional approach (i.e., encryption). We extended clients and servers to
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Figure 3.5. Belisarius’s total order broadcast library for payload sizes from 4 to 8192 bytes.

support both confidentiality approaches, using AES with 128-bit keys, for f = 1, and with
the same number of replicas. The performance difference is minimal for most cases, ranging
from about the same performance for up to two clients and messages of up to 128 bytes and
stabilizes at about half the throughput of AES for about twice the latency for larger messages
and number of clients. The throughput difference can be explained by the fact that servers in
our implementation receive request messages that are n times larger than in the AES case, due
to secret sharing via multicast. The response time difference is explained by the fact that clients
need to wait for f + 2 replies in the secret sharing case instead of f + 1 replies in the encryption
case.

3.4.4 Privacy Firewall comparison
We compared Belisarius to the Privacy Firewall system (PFW) proposed by Yin et al. [2003],
the only Byzantine fault-tolerant system that provides confidentiality and allows full server-side
functionality.
We implemented a prototype of PFW as closely as possible to the specification presented
in the original paper. Since in Belisarius we use a SHA1 HMAC with 160-bit keys for transport
authentication, we first tried to use an equivalently secure RSA key size for PFW. Since the key
size is not reported by Yin et al. [2003], we followed NIST’s recommendation of a 3072-bit RSA
key (Barker and Roginsky [2010]).3 Using that key length, however, resulted in latencies of
at least 1500 ms, for a single client. These latencies are much larger than the ones published
by Yin et al. [2003], and thus we experimented with a shorter, 128-bit RSA key.
We have found that even using 128-bit keys, PFW reaches its saturation point with relatively
few clients (less than 5, see “PFW” curves on Figure 3.6). Further investigation indicated that
3
According to the NIST report, SHA1 HMAC offers 128 bits of security, whilst RSA requires a 3072 bits key to offer
the same cryptographic strength.
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the threshold signing procedure is very CPU-intensive, and quickly becomes the predominant
activity inside the JVM. The maximum throughput is 480 ops/s for a latency of 65 ms. The
breakpoint seems to be around 4 clients for a latency between 10 and 12 ms. In comparison,
although the payload size does have an impact on the throughput of Belisarius, even at its worst
saturation point, it is still one order of magnitude faster than PFW.
We conclude that the advantage presented by PFW over Belisarius (e.g., each server contains
a full, in-the-clear copy of the data, allowing server-side data manipulation while preserving
confidentiality) stablishes a performance compromise. In our tests, a Belisarius-based system
could execute between 3 and 35 times the number of operations as an equivalent PFW-based
system in the same time. In other words, the performance impact caused by PFW is acceptable
if the services provided involve a large number of operations or if they involve a large amount
of data, such as stored procedures on database servers. Even in such a case, though, the
execution of such stored procedures would have to be completely deterministic, as discussed in
Section 3.1.2.

3.4.5 TPC-B
We compared Belisarius’s homomorphic capabilities against a system without such functionality.
In practice, we executed a test using the same operations as the TPC-B benchmark, but in one
case performing operations on the server side, and on the other case first retrieving the data to
the client, performing the operations and then sending the results back to the servers. In the
TPC-B-like benchmark, this means that each transaction (16 bytes) is broken into two parts: the
first one reads data (16 bytes request and 12 bytes reply), and the second one writes the results
(28 bytes request).
Executing operations in the server side shows a clear performance advantage (see Fig-
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Figure 3.7. Client- vs. server-side computation for TPC-B-like benchmark.

ure 3.7). Without server-side processing, our TPC-B-like benchmark peaked at 8.5 kops/s,
with a saturation point around 32 clients and a latency of 5.3 ms. By employing server-side
processing, which benefits from additive homomorphism, the peak throughput is at 15 kops/s
and the saturation point lies around 64 clients for a latency around 4.5 ms.
We also tested throughput and latency for f = 2 (i.e., a total of 7 replicas). Although
there is a performance impact, the prevalent use of multicast mitigates most of the cost of the
additional replicas. For client-side computations, the throughput loss is on average 20%, and a
latency increase is on average around 25% (see “ f = 2” curves on Figure 3.7). For server-side
computations, the worst case scenario is a 25% throughput loss (average 20%) for a 33% latency
increase (average 23%).
For equivalent numbers of clients, we observe that: (1) the latency of client-side transactions
is about twice the latency of server-side transactions, and (2) executing transactions on the
server-side doubles the throughput. For f = 1, in average, the client-side throughput is only
53% of the server-side, and the latency is 90% higher. For f = 2, the average values are 52%
and 92%, respectively.

3.4.6 NFS
Finally, we used Belisarius to implement an NFS version 2 server with and without confidentiality,
and compare it to the NFS version 2 implementation that is provided with Linux (referred to as
“native”) on our cluster nodes. We benchmarked the systems with IOzone Capps [2008]. Since
our implementation of the NFS server did not offer any application-level caching, buffering
or client authentication, we configured native servers in the same way. We compared the
performance of our Java server against the native server for synchronous writes, as required
by the NFS specification. We then compared the performance of Belisarius against our Java
server, since we wanted to assess the costs of replication and confidentiality support rather than
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a direct comparison to the native server.
To establish a baseline, we compared both read and write performances of the native NFS
server against our Java implementation. The native NFS server performed reads between
17 MB/s at worst (4 KB blocks) and 110 MB/s at best (16 MB blocks). The write performance
varied between 140 KB/s at worst and 300 KB/s at best. As expected, the native implementation
performed read operations significantly better than our Java implementation. Our implementation reached up to 62% and in average 46% of the native speed for reads (see Figure 3.8(a)).
We believe this is due to the fact that our Java implementation did not have the same level of
optimization as the native version (e.g., zero-copy file reads, JVM overhead).
Write operations performed better on the Java implementation, which was in average
at 161% and at best at 191% of the native implementation throughput (see Figure 3.8(b)).
This is likely due to different implementations of the synchronous write policy, i.e., our Java
implementation only forces a flush to disk at the end of the write, while the native server might
be doing only direct I/O.
The read performance of Belisarius NFS with confidentiality peaks at 32% of the throughput
of the single Java server, and in average remains at 22% of the single server (see Figure 3.9(a)).
Large block sizes are processed in average at 28% of the throughput of the single server. This is
a direct consequence of the replication overhead, since the Belisarius client has to process four
times as much incoming data.
The write performance peaks at 94% of the single Java server, and remains in average at
81% of the single server. For block sizes larger than 2 MB the overhead is only 11%. In other
words, the overhead of synchronous writes largely overshadows the costs of replication and
confidentiality support (see Figure 3.9(b)).
We have also measured latency for both write and reads. Read latency is in average four
times higher than the single server, with a peak of six times more than the single server (see
Figure 3.10(a)). This is an expected outcome since the Belisarius client has to process four times
as much incoming traffic for a single request, as indicated previously.
Write operations had a latency much closer to the single server. In average, writes took only
24% more time than the single server (see Figure 3.10(b)), with a peak at 88% more time. This
is a direct consequence of employing ip-multicast to send requests (see Section 3.2.4).
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Figure 3.8. Throughput of Java NFS server versus native server for read and write operations,
with synchronous writes. Higher values of throughput ratio are better; 100% means native
server and Java NFS server have the same performance.
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Chapter 4

Scalability
In this chapter, we argue that scalability and strong consistency at the storage level are not
mutually exclusive, and propose a storage system that combines a scalable design through
partitioning, with strong multi-partition consistency by means of ACID transactions.
In Section 4.1, we discuss related works in the area of scalable, transactional, BFT storage
systems. In Section 4.2, we present Augustus, our scalable, strongly-consistent transactional
storage system. We detail Augustus user interface and its internal architecture, describe its
behavior under failure-free and in the presence of Byzantine clients, present optimizations to
the protocol that enable its good performance, and argue about the protocol’s correctness. We
discuss our implementation in Section 4.3. We evaluate Augustus using both micro-benchmarks
and complex applications in Section 4.4.

4.1 Related work
Although the literature on Byzantine-fault tolerant systems is vast, until recently most research
was theoretical, within the distributed computing community (e.g., Canetti and Rabin [1993];
Lamport et al. [1982]; Malkhi and Reiter [1998]; Pease et al. [1980]). Unfortunately, Byzantine
fault-tolerant (BFT) services usually have increased latency, when compared to simple clientserver interactions, and limited scalability, in the sense that adding servers does not translate
into higher throughput. After Castro and Liskov’s PBFT showed that tolerating Byzantine failures
can be practical (Castro and Liskov [2002]), many papers proposed techniques to reduce the
latency of BFT state-machine replication (e.g., Abd-El-Malek et al. [2005]; Cowling et al. [2006];
Guerraoui et al. [2010]; Kotla et al. [2009]; Singh et al. [2009]) and tolerate malicious attacks
in database systems (Vandiver et al. [2007]).
The lack of scalability is derived from the fact that BFT services rely either on state-machine
replication or primary-backup replication, and neither scales in their original definition. With
state-machine replication every operation must be executed by every replica; thus, adding
replicas does not increase throughput. With primary-backup replication, the primary executes
operations first and then propagates the state changes to the backups; system throughput is
determined by the primary. Most current systems address the scalability issue by breaking
the service into partitions. These partitions are then addressed separately, with the goal of
processing requests independently from each other. Partitioning has one major downside: what
is a client supposed to do when a request needs to retrieve or update data located in different
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partitions?
Existing protocols to address the cross-partition request problem can be divided into those
that do not support transactions (e.g., Adya et al. [2006]; Hendricks et al. [2010]; Distler and
Kapitza [2013]; Kubiatowicz et al. [2000]) which are more suitable for file system replication,
and those with transaction support (e.g., Garcia et al. [2013]; Pedone and Schiper [2012];
Padilha and Pedone [2011]). Farsite (Adya et al. [2006]) is one of the first storage systems
to explore scalability in the context of Byzantine failures. It provides BFT support for the
metadata of a distributed filesystem, and confidentiality and availability for the data itself,
through encryption and replication. Farsite is not intended for database applications, as it does
not support transactions and assumes low concurrency and small-scale read-write sharing.
Although separation of agreement and execution is presented by Yin et al. [2003], it is only
Distler and Kapitza [2013] who first apply the reduction to an f + 1 execution quorum coupled
with on-demand replica consistency for scalability purposes. While the approach does improve
throughput, the improvement depends on the number of “cross-border” (i.e., cross-partition)
requests, which require an expensive inter-partition state-transfer protocol.
Zzyzx (Hendricks et al. [2010]) implements a centralized locking system that allows clients,
once they acquire the required locks, to submit an unlimited number of sequential operations to
a BFT quorum of log servers. BFT agreement is only executed at the end to ensure the client
submitted the same operations in the same order to all log servers. Scalability is achieved by
dividing the application state across several partitions of log servers. As pointed out by the
authors, the solution is optimized for the specific single-client, low-contention, single-partition
data scenario. It is also important to point out that throughput of the whole system is bound by
the throughput of the centralized locking system.
Oceanstore (Kubiatowicz et al. [2000]) separates replicas in tiers and introduces delayed
dissemination of updates. Although it supports some form of transactions, it is based on
an update dissemination protocol that requires a complex model of replicas containing both
tentative and commited data. If strong consistency is required, the system executes as fast as the
primary tier.
Early work on BFT databases by Garcia-Molina et al. [1986] assumed serial transaction
execution and did not target throughput scalability. Particularly related to our proposal is the
commit protocol proposed by Mohan et al. [1983] for terminating distributed transactions
under Byzantine failures. Our approach differs from this protocol in that each transaction
participant (i.e., a partition) can tolerate Byzantine failures and atomic commit is executed
among correct participants. In Mohan et al. [1983], the transaction coordinator collects votes
from the participants and all transaction members run a BFT agreement protocol to decide on
the transaction’s outcome.
Recent protocols that provide Byzantine fault-tolerance in the context of databases are
presented by Garcia et al. [2013]; Pedone and Schiper [2012]. Garcia et al. [2013] and Pedone
and Schiper [2012] both execute transactions first at one replica and propagate them to the
other replicas, where they are checked for consistency and possibly commit. While the protocol
presented by Garcia et al. [2013] guarantees snapshot isolation and relies on broadcasting
transactions twice (i.e., in the beginning of the transaction, to assign it a consistent snapshot,
and at the end to certify the transaction), the protocol presented by Pedone and Schiper
[2012] ensured serializability and broadcasts transactions at the end of their execution. These
approaches support single-partition transactions and do not scale throughput under update
transactions.
Kapritsos and Junqueira [2010] propose a way to improve the scalability of agreement
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protocols (i.e., the message ordering). As the authors indicate themselves, scalability of the
agreement protocol does not imply scalability of the execution of requests. Their work is
orthogonal to ours, since our model is agnostic to the underlying agreement protocol, and could
use implementations more scalable than PBFT.

4.2 Augustus design
Augustus’s interface was inspired by the paradigm of short transactions, similar to the models
proposed by Aguilera et al. [2007]; Thomson et al. [2012]; Cowling and Liskov [2014]. Our
definition of short transactions extends the traditional read, compare, and write operations
presented by Aguilera et al. [2007] with more powerful range operations. The resulting
interface has proved fundamental to implement complex data management applications on
top of Augustus. We implemented two such applications: Buzzer, a social network engine that
provides a Twitter-like interface, and BFT Derby, a distributed relational database based on
Apache Derby. While the former belongs to the NoSQL category, the latter is an SQL-based
system. Both Buzzer and BFT Derby can cope with malicious clients and servers, and inherit
Augustus’s scalability.

4.2.1 Application interface
We consider a storage system composed of (key, value) entries, where both key and value are of
arbitrary type and length. Clients access the storage by means of short transactions (Aguilera
et al. [2007]; Thomson et al. [2012]; Cowling and Liskov [2014]). A client first declares all
operations of a short transaction, submits it for execution and waits for its outcome, resulting in
a single round of interaction between clients and servers. Short transactions avoid the costs of
client stalls and can be efficiently implemented with locks of short duration.
Class
Comparison
Query
Update

Operation

Lock

cmp(key,value)

read

read(key)
read
read-range(start-key, end-key) struct read+read
insert(key,value)
struct write+write
write(key,value)
write
delete(key)
struct write+write

Table 4.1. Transaction operations (read and write locks are acquired on single keys; structural
read and write locks are acquired on partitions).
A transaction is composed of a sequence of operations, which can be of three classes:
comparison, query, and update operations (see Table 4.1). An update transaction contains
at least one update operation; a read-only transaction contains only comparison and query
operations. The cmp(key,value) operation performs equality comparison between the value in
the storage for the given key with the provided value. There are query operations to read one
entry and a range of entries. The update operations allow to write the value of an existing
key, insert a key to the storage, and remove a key from the storage. To execute a transaction,
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a server first performs all the comparison operations. If those are successful, then the server
executes the query and update operations.
Augustus guarantees a form of strict serializability (Papadimitriou [1986]) that accounts
for update transactions and read-only transactions submitted by correct clients. In other words,
we do not care about read-only transactions from misbehaving clients. For every history H
representing an execution of Augustus containing committed update transactions and committed
read-only transactions submitted by correct clients, there is a serial history Hs containing the
same transactions such that (a) if transaction T reads an entry from transaction T 0 in H, T reads
the same entry from T 0 in Hs ; and (b) if T terminates before T 0 starts in H, then T precedes T 0
in Hs .
This definition ensures that every committed state of the storage can be explained by a
serial arrangement of the committed transactions. Note that we do not attempt to preclude
Byzantine clients from creating transactions that violate the application’s integrity constraints.
Handling such attacks requires access control policies and mechanisms for data recovery (e.g.,
maintaining database images, such as King and Chen [2005]).

4.2.2 Storage architecture
Augustus’s design is based on two strategies: state-partitioning and divide-and-conquer (see
Figure 4.1(a)). We divide the storage entries into partitions and assign each partition to a
group of servers (i.e., state partitioning). We handle the complexity of tolerating arbitrary
failures by first rendering each server group Byzantine fault-tolerant individually, by means of
state-machine replication, and then handling transaction operations across partitions with a
novel BFT atomic commit protocol (i.e., divide and conquer).
The scalability of Augustus comes from the fact that atomic multicast, used to implement
state-machine replication in a partition, spans the servers of the partition only. In other words,
the BFT atomic commit protocol proposed by Augustus does not rely on a system-wide atomic
multicast.
We divide the servers into non-intersecting groups of size n g < n, out of which f g servers
can be Byzantine. To implement atomic multicast in each group, we require n g = 3 f g + 1 (see
Section 2.3). We consider two schemes to distribute keys among partitions, hashing and range
partitioning. All the correct servers of a group keep a complete copy of the entries of its assigned
partition.

4.2.3 Execution in failure-free cases
The execution of a transaction t is divided in four steps (see Figure 4.1(b)). In the first step,
a correct client multicasts the operations of t to all partitions involved in t, performing one
multicast call per partition. Clients determine the partitions involved in t from t’s operations
and the key-partitioning scheme, known by the clients. Read-range operations involve only
partitions relevant to the queried range if keys are distributed using range partitioning, or all
partitions if keys are distributed using hashing. Other operations involve only the partition
responsible for the key in the operation.
In the second step of the execution, each correct server s delivers t and computes t’s unique
identifier from a digest of t’s operations.1 Then, s tries to acquire all of t’s locks (described
1
We require every two transactions to be different. It is easy for correct clients to ensure this requirement by
extending transactions with a “no-op" operation containing a unique identifier.
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Figure 4.1. Overview of Augustus.

next). If t can be granted all its locks, s executes t’s comparison operations. If one of t’s locks
cannot be granted or one of t’s comparison operations fails, s sets t’s vote to abort. Otherwise s
executes t’s query operations, buffers all t’s update operations, and sets t’s vote to commit. In
either case, a server’s vote on the outcome of a transaction is final and cannot be changed once
cast. If s votes to commit t, t becomes pending at s; otherwise t is considered terminated. Note
that within a partition, every correct server delivers the same transactions in the same order
(from the properties of atomic multicast) and therefore transitions through the same sequence
of states (from the deterministic procedure used to execute transactions).
A transaction can request locks on single keys or structural locks on partitions, depending on
the transaction’s operations (see Table 4.1). Compare and read operations require read locks on
single keys and write operations require write locks on single keys. A read-range query requires
a structural read lock on all partitions responsible for keys in the queried range, according to
the partitioning scheme, and a read lock on all existing keys within the queried range. Insert
and delete operations require a structural write lock on the partition responsible for the key
and a write lock on the specified key. A transaction can upgrade its read locks to update locks
if the update locks do not conflict with other locks. Table 4.2 shows the compatibility matrix
for these lock types. This scheme allows read, compare and write operations to be performed
concurrently with inserts and deletes, as long as they are on different keys. Inserts and deletes
on different keys can be also executed concurrently. Read-range queries are serialized with
update operations to avoid phantoms (Gray and Reuter [1993]), although they can execute
concurrently with read, compare and other read-range operations. Although it is possible to
implement structural locks with finer granularity, we opted for a simpler single partition-wide
lock.

read
write
struct read
struct write

read
yes
no
yes
yes

write
no
no
yes
yes

struct read
yes
yes
yes
no

struct write
yes
yes
no
yes

Table 4.2. Compatibility matrix of lock types (“yes” means that the lock can be shared; “no”
means that the lock is mutually exclusive).
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In the third step in t’s lifespan, s signs its vote for t using its private key and sends to the
client its signed vote and the result of t’s query operations, if the vote is commit. The client
collects the responses and once it gathers f g + 1 matching responses from servers in g, it can
determine g’s vote and result. The client uses the collected votes from g to assemble a vote
certificate, that is, f g + 1 signed votes from servers in the partition that will be used to prove the
partition’s vote to the other partitions. The outcome of t will be commit if the client collects
f g + 1 commit votes from every partitions involved in t and abort otherwise.
In the fourth step, the client sends the certificate proving t’s outcome to all servers in the
involved partitions and notifies the application. When s receives a valid certificate for t from
the client, s checks whether t is a pending transaction and has not been already terminated,
in which case s determines the outcome of t from the certificate and proceeds accordingly: s
either commits t’s updates or discards them. In either case, t is no longer pending and becomes
a terminated transaction. The locks associated with the transaction are released when the
transaction terminates.
Augustus’s execution model avoids deadlocks since either all the locks of a transaction are
acquired atomically or the transaction aborts. If two multi-partition transactions are delivered
in different order in two different partitions, then each transaction will receive at least one vote
to abort from one of the involved partitions, which will lead to both transactions being aborted.

4.2.4 Execution under Byzantine clients
Byzantine clients can attempt to subvert the execution by trying to (a) disrupt the termination
protocol and (b) abort transactions submitted by correct clients.
In the first case, a Byzantine client could (a.1) multicast non-matching operations to different
partitions in the context of the same transaction or (a.2) leave a transaction unfinished in one
or more partitions—notice that this may happen when a client fails by crashing. For (a.1), recall
from the previous section that a transaction is uniquely identified by its operations. Thus, the
non-matching operations will yield different identifiers and be considered different transactions
altogether by the partitions. Since to be terminated a transaction requires a certificate, including
the vote of each partition involved in the transaction, this attack will result in unfinished
transactions (i.e., forever in the pending state), which is identical to case (a.2).
Our strategy to address scenario (a.2) is to rely on subsequent correct clients to complete
pending transactions left unfinished. From the previous section, if a transaction t conflicts with
a pending transaction u in some server s 2 g, t is aborted by s. In the abort message sent by s
to the client, s includes u’s operations. When the client receives an abort message from f g + 1
replicas in g, in addition to aborting t, the client starts the termination of u by multicasting
u’s operations to every partition h involved in u. If a vote request for u was not previously
delivered in h (e.g., not multicast by the client that created u), then the correct members of h
will proceed according to the client’s request. If u’s vote request was delivered in h, then correct
members will return the result of the previous vote, since they cannot change their vote (i.e.,
votes are final). In any case, eventually the client will gather enough votes to complete pending
transaction u, following the same steps as the normal case. To a certain extent, correct clients
play the role of “recovery coordinators” (Aguilera et al. [2007]).
In case (b) above, Byzantine clients can try to harm correct clients by submitting transactions
that increase the likelihood of lock conflicts. This can be attempted in a number of ways. For
example, by submitting transactions with many update operations or by submitting multiple
transactions concurrently. Such attacks can be effective against multi-partition transactions
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submitted by correct clients and we cannot completely avoid them (i.e., legitimate transactions
submitted by correct clients can also cause aborts). In any case, the short-duration nature
of locks in Augustus limits the chances of lock conflicts. In addition to this, other measures
could be used, although we do not currently implement them in our prototype, such as limiting
the number of operations in a transaction or restricting the number of simultaneous pending
transactions originating from a single client (e.g., Liskov and Rodrigues [2006]).

4.2.5 Performance optimizations
The most time-critical operation in the protocol described in the previous sections is the signing
of votes, executed by each correct server of a partition, in order to compose a vote certificate
for the partition. In this section, we describe two optimizations that reduce this operation to
multi-partition update transactions only.

Fast single-partition transactions
The atomic multicast protocol executed within each partition guarantees that all correct servers
in the partition compute the same vote for a transaction after executing it. Therefore, the
protocol presented in Section 4.2.3 can be optimized in two ways. First, the fourth step in
the execution of a transaction is not needed; servers can terminate a transaction right after
executing its operations. Second, as a consequence of abbreviated termination, servers do
not have to provide signed votes to the clients, speeding up the execution of single-partition
transactions. Signed votes are used to build a certificate for the transaction, used to prove the
outcome of one partition to another; in single-partition transactions this is unnecessary.

Fast read-only transactions
As discussed in Section 4.2.3, the vote certificate prevents a Byzantine client from forcing the
termination of a transaction in one partition without the agreement of the other partitions.
Partitions participating in a multi-partition read-only transaction, however, do not need to prove
the outcome of the transaction to each other; for the transaction to be serializable, each partition
only needs to hold read locks until the client executes the fourth step of the protocol. For these
transactions it is possible to waive the vote certificate.
Eliminating the requirement of a signed certificate allows malicious clients to create readonly transactions that observe a non-serializable execution. In Figure 4.2(a), transaction t 1 ,
submitted by the Byzantine client, reads a value of x that precedes transaction t 2 and a value of
y that succeeds t 2 . To commit t 1 at the first partition, the Byzantine client forges the vote from
partition 2, something that would be impossible if signed certificates were required.
Multi-partition update transactions require a vote certificate since they must be serializable
with other update transactions and read-only transactions executed by correct clients. To
see why we cannot waive vote certificates from such transactions, consider the execution in
Figure 4.2(b), where the Byzantine client uses a similar attack to commit t 1 ’s write to key x
before it sends t 1 to the second partition. As a result, t 2 reads a value of x that succeeds t 2 and
a value of y that precedes t 1 .
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t1 : read(x); read(y)
Byzantine
Client 1
Partition 1

x=0
vote1

t1 : write(x,1); write(y,1)
Byzantine
Client 1

(vote1,
forged vote2)

t1

y=1
vote2
t2

vote1

vote1

(vote1,
forged vote2)

vote2

Partition 1
t1

(vote1,vote2)

Partition 2

t
x=1 2
vote1

(vote1,vote2)

Partition 2
vote2

(vote1,vote2)

Client 2

y=0
vote2

t1

(vote1,vote2)

t1

Client 2
t2 : write(x,1); write(y,1)

(a) A possible execution in Augustus

t2 : read(x); read(y)

(b) An execution that cannot happen in Augustus

Figure 4.2. Certification-free executions. Execution (a) is serializable since we do not care
about t 1 , a read-only transaction submitted by a Byzantine client; this execution may
happen due to the fast read-only transaction optimization. Execution (b) is not serializable
since t 1 precedes t 2 at partition 1 and t 2 precedes t 1 at partition 2. Augustus does not
allow execution (b).

4.2.6 Correctness
We show that for all executions H produced by Augustus with committed update transactions
and committed read-only transactions from correct clients, there is a serial history Hs with the
same transactions that satisfies two properties: (a) If T reads an item that was most recently
updated by T 0 in H (or “T reads from T 0 ” in short), then T reads the same item from T 0 in Hs
(i.e., H and Hs are equivalent). (b) If T commits before T 0 starts in H then T precedes T 0 in Hs .

Case 1. T and T 0 are single-partition transactions. If T and T 0 access the same partition, then
from the protocol, one transaction executes before the other, according to the order they are
delivered. If T executes first, T precedes T 0 in Hs , which trivially satisfies (b). It ensures (a)
because it is impossible for T 0 to read an item from T since T 0 is executed after T terminates. If
T and T 0 access different partitions, then neither T reads from T 0 nor T 0 reads from T and T ,
and T 0 can appear in Hs in any order to ensure (a). To guarantee (b), T precedes T 0 in Hs if
and only if T commits before T 0 starts in H. In this case, recovery is never needed since atomic
multicast ensures that T and T 0 are delivered and entirely executed by all correct servers in
their partition.
Case 2. T and T 0 are multi-partition transactions, accessing partitions in PS (partition set)
and PS 0 , respectively. We initially consider executions without recovery.
First, assume that PS and PS 0 intersect and p 2 PS \ PS 0 . There are two possibilities:
(i) either the locks requested by T and T 0 are shared or (ii) at least one such lock is exclusive.
In (i), property (a) is trivially ensured since neither transaction performs updates (i.e., these
require exclusive locks) and thus one transaction does not read from the other; to ensure (b),
T and T 0 appear in Hs following their termination order, if they are not concurrent. If they
are concurrent, then their order in Hs does not affect property (b). In (ii), from the algorithm
either (ii.a) T commits in every p before T 0 is executed at p or (ii.b) the other way round.
This holds because otherwise T or T 0 or both transactions would be aborted. Without lack of
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generality, assume (ii.a) holds. Thus, T precedes T 0 in Hs . Property (a) is guaranteed because it
is impossible for T to read from T 0 since T commits before T 0 is executed in p. Property (b)
holds because it impossible for T 0 to terminate before T .
Now assume that PS and PS 0 do not intersect. Then T and T 0 can be in Hs in any order.
In either case, (a) is trivially ensured. T precedes T 0 in Hs if and only if T commits before T 0
starts in H, and thus (b) is ensured. Recovery extends the lifetime of a transaction, but does not
change the argument above.

Case 3: T is a single partition transaction accessing P and T 0 is a multi-partition transaction
accessing partitions in PS 0 . If T is executed before T 0 at P, T precedes T 0 in Hs . Property (a)
follows from the fact that T cannot read from T 0 ; property (b) follows because T 0 can only
finish after T . If P 62 PS 0 , then (a) trivially holds and (b) can be ensured by placing T and T 0 in
Hs following the order they complete. Finally, if T is executed after T 0 at P, then T 0 precedes
T in Hs . Property (a) holds since T 0 cannot read from T and it is impossible for T to commit
before T 0 .

4.3 Implementation
Augustus is implemented as transactional key-value store on top of a BFT total order broadcast
library. The BFT library used was a rewrite of the version presented in Section 3.3 using a
more garbage collector-friendly design, with the purpose of reducing memory footprint and
latency variability. In Augustus, the low-level input layer is still completely parallelized, but the
handling of BFT protocol messages uses a command design pattern, while the application still
runs on a single thread to ensure serializability. The command queue implemented by the BFT
layer runs on a single thread. We opted for this design for two reasons: (a) as demonstrated
in the evaluation below, the overall throughput is dictated by the application thread, (b) the
implementation for single-threaded execution is much simpler, and therefore less error-prone,
and (c) it reduced thread synchronization costs significantly.
Transaction IDs are computed using SHA-1. Instead of using computationally expensive
public key-based digital signatures, we authenticate votes by generating an array of HMACs. In
other words, we generate an HMAC for each voter–participant pair. This assumes a trustworthy
key generation/distribution service, which will provide each replica pair in the system with
a secret key. We used HMAC-SHA1 as the HMAC algorithm. Although very efficient from a
computational cost point-of-view, this vote authentication system does not scale very well in
bandwidth usage with the number of partitions and replicas. When using HMAC-SHA1, this
method of vote authentication will require 20 bytes per replica in the system, i.e., 80 bytes per
partition. This means a maximum length of 640 bytes for authentication in the 8 partitions
experiments. Given the recommended minimum length for an RSA signature is 128 bytes (for
a 1024 bit key) while taking at least 100⇥ more time to be calculated for the same input, we
believe that the HMAC authentication is a reasonable choice. In any case the authentication
mechanism is modular, and it is possible to switch to digital signatures for very large deployments
(i.e., dozens of partitions or more).
The actual storage is divided into two components. First, there is the persistency module,
which is responsible for storing keys and values. We keep the (key, value) mappings in a hash
table, but we also keep all keys in a red-black tree. This allows us to have O (1) reads and
writes while still being able to perform ranged operations efficiently. We consider this a fair
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performance vs memory consumption trade-off. Deployments where memory consumption is a
critical metric can eliminate the hash table completely, without any loss of functionality.
Locks are implemented by tracking all retrieve transactions IDs in a set, and the exclusive
update transaction ID otherwise. A hash table maps keys to these lock structures. This knowledge
of which transactions are currently holding locks for a given key is used for the recovery and
termination of transactions initiated by Byzantine clients. Partition-wide locks are implemented
using the same lock structure.
All information (e.g., keys, values, transaction metadata) is kept in memory only. This
choice is based on two observations: (1) the system is supposed to tolerate the loss of a predefined number of replicas; and (2) by using persistent storage such as hard disks or SSDs
the throughput of Augustus would be limited by the storage’s throughput. In any case, our
prototype could be easily modified to support persistent storage.

4.4 Evaluation
In this section, we describe the environment in which we conducted our experiments, reason
about our choice of benchmarks, and experimentally assess Augustus and the applications we
implemented on top of it.

4.4.1 Environment setup and measurements
We run all the tests on a cluster with two types of nodes: (a) HP SE1102 nodes equipped with
two quad-core Intel Xeon L5420 processors running at 2.5 GHz and 8 GB of main memory,
and (b) Dell SC1435 nodes equipped with two dual-core AMD Opteron processors running at
2.0 GHz and 4 GB of main memory. The HP nodes are connected to an HP ProCurve Switch
2910al-48G gigabit network switch, and the Dell nodes are connected to an HP ProCurve
2900-48G gigabit network switch. The switches are interconnected via a 20 Gbps link. The
single hop latency between two machines connected to different switches is 0.17 ms for a 1KB
packet. The nodes run CentOS Linux 6.3 64-bit with kernel 2.6.32. We use the Sun Java SE
Runtime 1.7.0_10 with the 64-Bit Server VM (build 23.6-b04).
Our prototype includes an atomic multicast implementation based on PBFT Castro and
Liskov [2002] and the transaction processing engine. The prototype is implemented in Java 7.
We implemented range queries using Java’s own sorted collections. In the experiments, each
client is a thread performing synchronous calls to the partitions sequentially, without think time.
Client processes run on the Dell nodes. Each partition contains four servers, which run on the
HP nodes. Our largest deployment includes 32 server nodes and 40 client nodes to host up to
2000 client threads, evenly distributed across nodes.
The throughput and latency numbers in all experiments are selected at the point of highest
power in the system, that is, where the ratio of throughput divided by latency is at its maximum.
Although this does not represent the absolute maximum throughput of the system, it indicates
the inflection point where the system reaches its peak throughput before latency starts to
increase quickly due to queueing effects.
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4.4.2 Benchmark rationale
We evaluated our storage system with a series of micro-benchmarks and two different classes
of applications: Buzzer, a Twitter clone that tolerates Byzantine failures, and BFT Derby, a
Byzantine fault-tolerant SQL database. We detail these systems in the following sections.
Augustus transactions can be classified in four groups: (1) local update transactions, (2) local
read-only transactions, (3) global update transactions, and (4) global read-only transactions,
where local transactions involve a single partition and global transactions involve two or more
partitions. The micro-benchmarks were designed to assess the performance of these transaction
groups under various conditions, including percentage of multi-partition transactions, number
of operations in a transaction, and size of data items.
Buzzer illustrates how to implement a scalable application using “cheap transactions,” those
belonging to the more efficient group, as assessed in the micro-benchmarks. Finally, BFT Derby
shows that Augustus’s interface and consistency are sufficient to serve as the storage layer of an
SQL database, and boost its reliability and performance.

4.4.3 Micro-benchmarks
We evaluated four different types of workloads (see Table 4.3). Workloads A and B perform
updates, while workloads C and D are read-only. The keys used in each request were picked
randomly from the key space. We varied the number of partitions for all workloads from one to
eight. Keys were distributed among partitions using key hashing. For the multi-partition tests,
we employed six different mixes, starting with only single-partition transactions up to a 100%
of multi-partition transactions. Multi-partition transactions involved two partitions.
Type
A
B
C
D

Reads Writes Key size Value size DB size
(ops) (ops) (bytes) (bytes) (items)
4
2
8
4

4
2
0
0

4
4
4
4

4
1K
4
1K

3M
1M
3M
1M

Table 4.3. Workload types in microbenchmark.
The first observation from the experiments (see Figure 4.3) is that for all workloads with
multi-partition transactions, Augustus’s throughput increases linearly with the number of
partitions. In Figure 4.3, for example, the topmost graph (workload A) for 0% of multi-partition
transactions (leftmost cluster of bars) shows that while the throughput for one partition peaked
at 40K tps, the throughput for eight partitions peaked at 320K tps, an eightfold performance
increase.
The second observation from the experiments is that the overhead caused by the fourth step
of the protocol, required by multi-partition transactions, depends on the size of the payload and
the type of transaction, as we now explain.
In workload C, with small read-only transactions, the throughput penalty for going from
single-partition to 20% multi-partition transactions with two partitions is about 33%. Increasing
multi-partition transactions to 40% causes a 45% throughput penalty, while 60% of multipartition transactions cause a 52% penalty. With 100% of multi-partition transactions, there
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Figure 4.3. Normalized throughput versus percentage of multi-partition transactions.
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and diamonds in bars the average).
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is a 66% reduction in throughput. In workload A, with small update transactions, the 20%
multi-partition transactions penalty with two partitions is 50%, i.e, from 76K tps to 38K tps. A
multi-partition mix of 40% causes a 60% penalty, and a 100% multi-partition mix causes a 72%
throughput penalty, which then peaks at 21K tps.
Comparatively, in workloads B and D, with transactions with large payload, there is almost
no performance loss until 60% multi-partition transactions. In workload D, with large read-only
transactions, the throughput penalty for going from 0% to 60% multi-partition transactions
with two partitions is about 5%. At 100% multi-partition transactions, the penalty is about 15%,
and throughput peaks at 17K tps. Workload B, with large update transactions, the reduction in
throughput for going from single-partition to 60% multi-partition transactions is about 18%. At
100% multi-partition transactions, the decrease in throughput is about 37%.
The difference in behavior between small and large payloads is explained by CPU and
network usage. Large payloads coupled with small percentages of multi-partition transactions
lead to saturation of network links. We observed peaks of 19 Gbps network traffic at the
interconnect between switches in workload D. The saturation of the network links is partially
due to the message authentication method employed (shared secret key HMACs) and to the very
nature of PBFT, which requires at least 2 f + 1 replies for each request. Larger percentages of
multi-partition transactions lead to CPU saturation, particularly in the case of small transactions,
due to the necessity of signing the commit certificates. Workloads A and C, for example, saturate
servers CPUs long before the saturation of network links.
We conclude that Augustus’s transactions perform as follow: (1) Local read-only transactions
have the best performance because their termination is optimized and there is minimal overhead
to acquire read locks. (2) Local update transactions come next: although their termination is
optimized, the acquisition of the exclusive write locks is a slightly more expensive operation in
our implementation. (3) Global read-only transactions are second to last, since they incur the
overhead of the multi-partition termination protocol but do not require the computationally
expensive vote certificate. (4) Global update transactions have the worst performance: their
termination requires the complete termination protocol and the computationally expensive
signed vote certificate.
In our experiments, read-only workloads have a lower latency than the equivalent-sized
update workloads (see Figure 4.4). In both workloads C and D the average latencies were
below 5 ms across all mixes; moreover, the latencies of multi-partition read-only transactions
were mostly unaffected by the percentage of multi-partition transactions. This confirms our
expectations from the optimized termination protocol for read-only multi-partition transactions.
Latencies of multi-partition updates are higher than the single-partition updates, and increase
with the percentage of multi-partition transactions. Workload A starts with average latencies between 4.1 ms and 5.2 ms, and ends at 7.7 ms for 100% multi-partition transactions. Workload B
has its average latency between 10.5 ms and 12.4 ms for update transactions.
Abort rates for the micro-benchmarks were very low, most of the time under 1% (see
Table 4.4). The worst value, 3.28%, was observed for workload A running under a 100%
multi-partition mix on eight partitions. Types C and D had no aborts, by virtue of being
read-only.

Performance under Byzantine clients
We now consider the effects of Byzantine clients on the execution. Byzantine clients can have a
negative impact on performance by leaving unfinished transactions in the system. We evaluate
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Type

Multi-partition
(%)
20
40
60
80
100
20
40
60
80
100

A

B

Number of partitions
2
4
8
0.26
0.42
0.54
0.77
0.87
0.15
0.28
0.40
0.56
0.66

0.42
0.56
0.72
0.96
1.13
0.30
0.42
0.54
0.79
0.80

2.02
2.41
2.80
2.94
3.28
0.96
1.36
1.63
1.98
2.16

Table 4.4. Maximum abort rates (in %) in workloads A and B.
the impact of Byzantine clients in workloads A and C with four partitions and mixes of 20, 60,
and 100% of multi-partition transactions. In these experiments, the total number of clients is
fixed (320) and we vary the percentage of Byzantine clients in the workload from zero up to
32%. While correct clients follow the workload mix of local and global transactions, Byzantine
clients always submit multi-partition transactions only and never terminate them. This behavior
corresponds to attack (a.2), discussed in Section 4.2.4. Byzantine clients were allowed to submit
only one transaction at a time (Liskov and Rodrigues [2006]).
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Figure 4.5. Impact of Byzantine clients on throughput (left) and latency (right) in workloads
A (top) and C (bottom).
Overall, throughput decreases more or less proportionally with the increase of Byzantine
clients (see Figure 4.5). This happens for two reasons. First, Byzantine clients leave all their
transactions pending and so the higher the proportion of Byzantine clients in the workload, the
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fewer transactions are committed. Second, pending transactions left by Byzantine clients must
be finished by correct clients, which increases the amount of work that correct clients must do,
a fact that has also an impact on latency.
Although latency of committed transactions increases with the number of Byzantine clients,
this effect is more noticeable with small percentages of global transactions (see Figure 4.5). For
workload A with 20% of globals, the average latency increases from 4.03 ms to 5.45 ms. For
workload C, the average latency goes from 3.09 ms to 4.25 ms. The relatively small increase
in latency for workload A is explained by the fact that the overhead of the recovery protocol
is relatively insignificant if compared to the cost of signing the votes. This is particularly
visible when all transactions are multi-partition: average latency increases only from 7.24 ms to
7.49 ms. For workload C, where there is no need for signed commit certificates, the average
latency goes from 4.73 ms to 5.35 ms in the mix with 100% of global transactions.

4.4.4 Buzzer benchmark
Buzzer is an application developed on top of Augustus that implements an API similar to Twitter.
It contains methods to: (a) create an account, (b) follow and un-follow users, (c) find out who
follows an user, (d) post new messages, and (e) retrieve a user’s timeline, i.e., the most recent
messages sent by users being followed.
We compared our system to Retwis,2 another Twitter “clone.” Retwis implements the same
API as Buzzer, but relies on the Redis key-value store.3 Redis is well-known for its performance,
but does not offer Byzantine fault-tolerance or multi-partition transactions. In other words, Redis
key space can be partitioned, but it is up to the application to ensure multi-partition consistency.
Our comparison was based on the three most frequent operations on social networks: posting a
new message, following a user, and retrieving a user’s timeline.
Retwis implements these operations as follows. Posts are first-level entities, with their own
unique key. Each user has a list of friends (i.e., people they follow), a list of followers (i.e.,
people who follow them), a list of posts that belongs to them, and a list of posts that is their
timeline. Following a user is a two-command operation that adds one user to the list of followers
of another user, and inversely adds the other to the list of friends of the first. A new post requires
the acquisition of an unique PostId (a shared atomic counter), to avoid duplicate entries, and
the submission of the post data linked to the PostId. The PostId is then added to the user’s
post list, and subsequently to the timelines of all the followers of that user. Retrieving the
timeline first fetches the timeline list, then retrieves the posts by their ids. As explained below,
the acquisition of a PostId imposes a severe performance penalty on Retwis. We opted not to
change the implementation of Retwis and benchmark it as is for two reasons: (1) changing the
behavior of Retwis would defeat the goal of having a public, well-known reference benchmark;
(2) Retwis is a good representative of the architecture that is used in this type of social networks
sites.4
We implemented Buzzer’s primitives as follows. Posts are linked to the user who posted
them. Posting a new message is a simple insert operation where the key is a composition of
the user’s id and a unique timestamp. The lists of friends and followers are also user-prefixed.
Keys are distributed among partitions using range partitioning. Range boundaries between
2

http://retwis.antirez.com/
http://redis.io/
4
Tumblr,
a Twitter competitor,
assigns unique IDs to posts to build users’ inboxes:
http://highscalability.com/blog/2012/2/13/tumblr-architecture-15-billion-page-views-a-month-and-harder.html
3
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partitions are defined such that user accounts and posts are evenly distributed across partitions,
but the data of a single user is kept together in a partition. Due to this distribution, creating
an account and posting a new message are single-partition transactions. This enables efficient
range queries because these will be restricted to single-partition read-only transactions for any
given user. Following an user is a two-insert transaction, one for the friends list and one for the
user’s followers list. This transaction is, at worst, a two-partition update. Retrieving the timeline
requires fetching the list of friends and then performing a multi-partition range query for the
posts of the friends. The user-centric range partitioning scheme enables efficient range queries
because all read-range operations will be restricted to a single partition when obtaining the data
for a given user.
The major difference between Retwis and Buzzer is the way the timelines are stored and
compiled. In Retwis, timelines are precomputed since updates are always local and are no
more expensive than read-only operations. In Buzzer, we implemented timeline operations
using global read-only transactions. This design choice has been advocated by Silberstein et al.
[2012] as the better option for systems that need to deal with a high rate of new messages. It is
also important to notice that since Augusts guarantees strict serializable executions, any causal
dependencies between posts will be seen in the correct order. More precisely, if user B posts a
message after receiving a message posted by user A, no user who follows A and B will see B’s
message before seeing A’s message. In Retwis, this scenario may result in different timelines for
different users.
The publicly available statistics on the Twitter network seem to fit Zipf’s law reasonably well
(Myers et al. [2014]). The social network data used in the benchmarks contained 100,000 users,
and the connections were generated using a Zipf distribution with a size of 20 and a skew of 1,
shifted by one. In other words, each user followed at least one other user, 50% of users followed
up to four other users, and 95% of users followed up to 17 other users. For the “Post” and
“Follow” benchmarks, we started with an empty data store, i.e., there was no relationship data
between the different users, and therefore no timelines to update. For the “Timeline” benchmark,
we preloaded the same randomly generated social network. The “Mix” benchmark performed
all of the operations from the previous benchmarks using the same preloaded network, with the
following composition: 85% of calls retrieved timelines, 7.5% posted new messages, and the
last 7.5% were requests to follow other users.
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Figure 4.6. Buzzer’s throughput and average latency. Throughput is normalized by the
corresponding Retwis performance. Buzzer- x P series represent diﬀerent number of partitions.
The baseline uses a single instance of Redis.

The fact that Retwis needs to acquire a PostID for each new post causes a bottleneck that
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explains our better throughput even with a single partition (see Figure 4.6). Since posts are a
single-partition update transaction they scale linearly with the number of partitions. In these
executions, the atomic multicast is the largest component of the overall latency, and it remains
so regardless of the number of partitions.
Follow operations show a reverse picture, where the Retwis instance overcomes Buzzer. The
throughput loss from one to two partitions is due to the use of signed vote certificates, which
are computationally expensive to generate and verify. However, Buzzer’s performance improves
with 4 partitions, doubling the throughput of the two partition scenario and slightly overtaking
the baseline at 57k tps. Latencies for this scenario are high, and due mainly to the creation
and verification of the votes and certificates, and to the extra round of messages required to
terminate the transactions.
The Timeline benchmark shows that our decision to implement the timeline feature using
a different approach than Retwis payed off already for a single partition. The Mix benchmark
performed as expected, following the numbers of the Timeline benchmark closely, but with an
abort rate of 15%. This abort rate is consistent across all tested configurations, and explained by
our locking mechanism, which prevents concurrent inserts and range queries (see Section 4.2.3).
With an exception for the single-partition scenario, latency for the Timeline benchmark is
very similar for all scenarios, and here again the atomic multicast takes the largest share of the
latency. Retwis latencies are compatible with normal values for a single, non-replicated server.

4.4.5 BFT Derby benchmark
We illustrate Augustus’s expressive interface and strong consistency with BFT Derby, a highly
available SQL database server. Moreover, thanks to Augustus’s capability to tolerate Byzantine
failures, BFT Derby can tolerate arbitrary behavior of its storage components. We chose the
Apache Derby server as the SQL front-end for BFT Derby because it is implemented in Java and
has a modular design, which supports the integration of different subsystems, including storage.
We implemented a persistence provider and a transaction controller for Derby supporting a
subset of the SQL language to replace the default implementations.
Our prototype is simple, however it is enough to demonstrate how Augustus can be used
to boost the performance of an SQL database designed to run as a standalone server. BFT
Derby currently implements single-statement SQL transactions for INSERT, UPDATE, DELETE,
and SELECT operations, and multi-statement SQL transactions without range-based SELECT
statements. Single-statement transactions are translated directly into Augustus transactions.
Multi-statement transactions rely on a session-unique transaction cache. SELECT statements are
immediately executed as single Augustus read-only transactions, and their results are preserved
in the transaction cache. Update statements (e.g., INSERTs, UPDATEs, and DELETEs) are
batched in the transaction cache and dispatched as a single Augustus’s update transaction on
COMMIT. The previously read items in the transaction cache are included in the COMMIT
transaction as cmp operations. Therefore, the updates only take place if all previously read items
are still up to date.
Since transaction isolation and atomicity are provided by Augustus, multiple Derby instances
can be deployed against the same storage, each instance operating as an individual client of the
storage system (see Figure 4.1). Moreover, relying on Augustus for isolation allows us to disable
the concurrency control in the SQL server, which can run under a lower and more efficient
isolation level (i.e., READ COMMITTED).
Bypassing Derby’s internal persistence and isolation mechanisms comes at a cost. When
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using its internal mechanisms, Derby tracks changes to optimize caching and updates on indexes,
and provides interfaces for third-party providers to notify its caching and indexing subsystems
of changes. When running several Derby instances on top of the same storage backend, it is not
safe to perform caching unless the backend functionality is extended to support cache lifecycle
management. We did not implement this Derby extension; instead, we disabled Derby’s cache
mechanism when deploying multiple instances of the database on top of Augustus.
All experiments were performed against a single table containing one integer primary key
and an integer data field. We benchmarked single-statement transactions: INSERT, UPDATE,
SELECT on the primary key and SELECT on a range. These statements were performed as
complete transactions, i.e., a COMMIT was issued after each statement. Keys were distributed
among partitions using range partitioning. INSERTs were executed against an empty database,
and UPDATE and SELECTs were tested using the dataset from the workload A of the microbenchmark. We established a baseline by measuring all scenarios on a standalone instance of
Derby. The standalone instance used the default settings for cache and index optimization. All
measurements were performed against in-memory databases.
We deployed BFT Derby using a “three tier”-like architecture: we used separate nodes to
host the clients, the Derby front-ends, and Augustus servers. To assess the scalability of our
implementation, we varied the number of Derby front-ends running on top of a single Augustus
partition, and then we doubled the number of partitions. The standalone Derby instance (our
baseline) was deployed on a different machine than the clients.
7
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Figure 4.7. BFT Derby throughput and latency. BFT Derby throughput is normalized by
the corresponding Derby throughput. Each x P y F series represents the number of partitions
x and the number of SQL front-ends y used in the measurements.
In the “Insert” benchmark, we observed that in a single partition BFT Derby performs
inserts as fast as the baseline: both Derby baseline and BFT Derby peak around 13K tps,
for a single partition with one front-end (see “1P1F” in Figure 4.7). When a second SQL
front-end server (“1P2F”) was added, throughput peaked at 29K tps, twice the single frontend throughput. A third SQL front-end (“1P3F”) does not result in a proportional increase
in throughput since the single partition reaches its maximum performance. Four front-ends
deployed with two Augustus’s partitions (“2P4F”), however, reach a throughput of 61K tps, four
times the throughput of a single front-end. BFT Derby latencies remained approximately the
same for all scenarios and higher than Derby baseline because of the underlying BFT atomic
multicast.
The “Select” benchmark presented a slightly different picture. In this case, BFT Derby had
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a 36% throughput drop from the baseline. The Derby baseline peaked at 22K tps, while BFT
Derby peaked at 14K tps. This is explained by Derby’s superior caching and internal indexing
mechanisms. Using a second SQL front-end increased throughput to 29K tps, twice as much as
the single front-end case. A third SQL front-end only increased throughput to 40K tps. Adding
two partitions with four front-ends resulted in a peak throughput of 65K tps. Latencies behaved
the same as the Insert benchmark.
The “Range” benchmark measured the throughput of a SELECT statement querying a range
of keys. The peak throughput for a single partition is about 60% of the 25K tps of the baseline.
Adding a second SQL front-end doubles the throughput and brings it to 30K tps, and the third
front-end brought it to 39K tps. As expected, these values follow the single SELECT benchmark
closely. The introduction of a second partition pushed throughput over 60k tps. This is explained
by the fact that using range partitioning allows the read-range operations to be executed as
single-partition transactions, and thus scale linearly.
For the “Update” benchmark, BFT Derby with a single front-end performed at about the
same level as the baseline; 11K tps versus 12K tps at peak performance, respectively. The
second SQL front-end doubled throughput, bringing it to 23K tps. The third SQL front-end only
increased throughput to 27K tps. With four front-ends, throughput peaked at 45K tps. One
could expect updates to perform just as well as inserts since in both cases statements can be
mapped directly to Augustus transactions. However, for each update statement Derby internally
issues the equivalent of a SELECT statement to make sure that the entry being updated exists.
Despite the fact that Augustus can handle the UPDATE invocation correctly, i.e., to update the
entry only if it already exists, we could not override this behavior inside Derby and disable it.
As a result, each UPDATE statement was translated to two Augustus transactions: one read
transaction to make sure the key existed, and then a compare and write transaction at commit.
This explains the higher latency, which is the double of other scenarios.
To summarize, Augustus strong points are its scalability and strong consistency, which can
be leveraged to implement a vast range of applications. With careful design (e.g., Buzzer),
applications can exploit Augustus’s scalability by avoiding its expensive operations, such as
global updates. Even without careful consideration, Augustus can replace traditional systems
(e.g., Derby’s transactional engine) with considerable potential for improvement, especially in
read-only heavy workloads.
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Chapter 5

Generalized short transactions and
Contention management
In this chapter, we present a generalized version of the transaction execution protocol presented
in Chapter 4. This generalized version supports executions with an arbitrary number of rounds,
which is then applied to solve some short-comings of partitioned key-value stores, such as
contention management and arbitrarily complex cross-partition operations.
In Section 5.1 we discuss the related work in the areas of multi-round protocols and
contention management in transactional storage systems. Section 5.2 presents the contributions
of Callinicos, our scalable, contention-tolerant, BFT transactional key-value store. The design of
Callinicos is further detailed in Sections 5.2.1 through 5.2.4, with emphasis on the choices that
enable the multi-round transaction execution protocol, which is fully described in Section 5.3
for both normal conditions and in the presence of faults. In Section 5.4 we discuss the
implementation of Callinicos, and in Section 5.5 we present the services that were implemented
using Callinicos, and their evaluation.

5.1 Related work
Cloud-oriented storage systems traditionally have abandoned transactional properties to improve
scalability. For example, Apache Cassandra1 , Apache CouchDB2 , MongoDB3 , and Amazon
Dynamo4 offer no transaction support at all. When using such systems, contention is dealt with
at the application level by designing in a way that prevents conflicts from ever happening, or by
lowering the consistency criteria to allow weaker models (such as eventual consistency). NoSQL
scalable storage systems that offer transactions usually do so by allowing single-row updates
(e.g., Chang et al. [2006]), or only single-round transactions (e.g., Aguilera et al. [2009];
Cowling and Liskov [2014]), and employing an optimistic concurrency control (e.g., Augustus;
Baker et al. [2011]).
Conflict-free Replicated Data Types (Shapiro et al. [2011a,b]) try to avoid the problem of
contention completely by promoting a system interface based only on operations that are
1

http://cassandra.apache.org/
http://couchdb.apache.org/
3
http://www.mongodb.org/
4
http://aws.amazon.com/dynamodb/
2
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either commutative or that are on a monotonic semi-lattice (i.e., that converge to the same
state regardless of execution order). CRDTs can be used to implement a fairly large number of
fundamental data structures (e.g., counters, vectors, sets, maps, graphs), which can be leveraged
to build more complex applications. That model, however, is based on eventual consistency, and
therefore offers different consistency guarantees than state-machine replication (SMR). In other
words, building a system on top of an eventually consistent storage system requires a lot of
effort, whereas SMR offers a very straight-forward model. Finally, CRDTs assume a fail-stop
failure model, and in their current form are fundamentally incompatible with a Byzantine failure
model.
HATs, or Highly Available Transactions (Bailis et al. [2013]), propose a model that focuses
on availability instead of consistency. This allows HATs to have a behavior similar to CRDTs,
while having a programming model closer to traditional ACID transactions. In particular, HATs
offer what the authors call weak ACID isolation, which offers only “Read Committed,” “ANSI
Repeatable Read,” but does not offer “Recency” or “Global Integrity Constraints” guarantees.
HATs also assume a fail-stop failure model, and like CRDTs are fundamentally incompatible with
a Byzantine failure model in their current form.
H-Store (Stonebraker et al. [2007]) promotes the idea of favoring single-partition transactions executed in a single thread without any contention management. This approach ensures
optimal performance under no contention. When the number of aborts increases (i.e., under
heavier contention), H-Store first tries to spread conflicting transactions by introducing waits,
and then switches to an strategy that keeps track of read and write sets to try to reduce aborts.
Callinicos keeps track of the read and write sets by default, orders, and queues conflicting
transaction instead of aborting. Multi-round execution in H-Store depends on a centralized coordinator, which is responsible for breaking transactions into subplans, submitting these subplans
for execution, and executing application code to determine how to continue the transaction.
Jones et al. [2010] propose an speculative execution model on top of H-Store. They compare
three methods of dealing with contention. The first method, called blocking, simply queues
transactions regardless of conflict. The second method, called locking, acquires read and write
locks, and suspends conflicting transactions. If a deadlock is detected, the transaction is aborted.
The third method is speculative execution. Conflicting multi-partition transactions are executed
in each partition as if there were no contention, and if they abort due to contention their rollback
procedure requires first rolling back all subsequent transactions and then re-executing them.
Multi-round execution follows the model proposed by H-Store. Experimental evaluation of
the speculative model shows that for workloads that incur more than 50% of multi-partition
transactions, the throughput of the speculative approach drops below the locking approach. In
a multi-round transaction benchmark, the throughput of the speculative model dropped to the
level of the blocking approach.
Calvin (Thomson et al. [2012]) deals with contention by preemptively ordering all transactions. It adds a sequencing layer on top of any partitioned CRUD storage system, and enables
full ACID transactions. The sequencing layer operates in rounds. Each round lasts 10 ms, which
is used to batch incoming requests. Once a sequencer finishes gathering requests for a given
round, it exchanges messages with other sequencers to merge their outputs. The sequencing
layer provides ordering without requiring locks, and supports transactional execution without a
commit round. Calvin, however, does not support multi-round execution.
Granola (Cowling and Liskov [2014]) uses timestamps to order transactions. The timestamps
are used in two different types of transactions: independent and coordinated. For independent
transactions, replicas exchange proposed timestamps, select the highest proposal, and execute
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the transaction at the assigned timestamp. Coordinated transactions also exchange timestamp
proposals to order transactions, but they abort if any replica votes ABORT or detects a conflict.
As discussed in more detail in Section 5.2.3, the direct exchange of messages between replicas
is not adequate for a BFT environment.
Rococo (Mu et al. [2014]) orders transactions by analyzing their dependency graph. Transactions are broken into pieces that can exchange data. Pieces are either immediate or deferrable.
An offline checker analyzes all transactions in the system, and decides which can be reordered
based on their pieces. Once executed, an immediate piece cannot be reordered, i.e., transactions
with conflicting immediate pieces cannot be reordered. A central coordinator distributes pieces
for execution, forwards intermediary results, and collects dependency information. At commit,
each server uses the dependency graph information to reorder deferrable pieces. Callinicos can
reorder all types of transactions, and does it using a simpler algorithm based on timestamps.
Contention
management
Without

With

Transaction model
Single-round
Multi-round
Sinfonia (Aguilera et al. [2009])
Granola (Cowling and Liskov [2014])
H-Store (Stonebraker et al. [2007])
Augustus (Padilha and Pedone [2013],
Chapter 4)
Calvin (Thomson et al. [2012])

Rococo (Mu et al. [2014])
Callinicos (this Chapter)

Table 5.1. Overview of transactional key-value stores.
Our system optimizes single-partition transactions (like H-Store), is able to perform multiround execution without a central coordinator, and does not abort transactions when conflicts
are detected. Table 5.1 summarizes the existing related work. To the best of our knowledge,
the system presented in this Chapter is unique amongst other key-value stores, as it offers
multi-round transactions with on-demand contention management, in a decentralized BFT
context.
We borrowed the expression contention management from the area of software transactional
memory (STM). We chose this name to distinguish our work from the traditional concurrency
control mechanisms employed in transactional storage systems. Guerraoui et al. [2005] establish
that the difference between a concurrency controller and a contention manager is that the
concurrency controller aims to ensure serializability, which is a safety property, whereas a
contention manager’s goal is to enhance progress (which is related to liveness). As described in
the next sections, our work ensures serializability given its BFT atomic commit protocol, but
it distinguishes itself from the area of STM by not only enhancing progress; our contention
management ensures progress.

5.2 Callinicos design
Callinicos, the system we designed and implemented, proposes four major contributions to
modern key-value stores: (1) it defines a novel multi-round transactional execution model based
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on client mediation; (2) it presents a general-purpose application interface, which leverages
application-specific information to increase performance and scalability; (3) it offers applicationagnostic contention management, which has no overhead in the absence of contention and
offers transaction ordering without aborts in the presence of contention; and (4) it serves as the
platform for the implementation of two typical cloud applications, a Twitter-like social network
and a message queue.






















Figure 5.1. Overview of Callinicos.
Callinicos is a transactional storage system composed of lexicographically sorted (key, value)
entries, where both key and value are of arbitrary type and length. Callinicos divides the storage
entries into partitions (see Figure 5.1) and assigns each partition to a group of servers. All
the correct servers of a group keep a complete copy of the entries of their assigned partition.
Each server group tolerates Byzantine failures by means of state-machine replication (Lamport
[1984]); transactions across partitions are handled with a BFT atomic commit protocol (based
on the work presented in Chapter 4).

5.2.1 Application interface
Clients access the storage by means of pre-declared transactions: a client first declares all the
transaction logic, then submits the transaction for execution and waits for its outcome.
Transactions can be arbitrarily complex, and are built using a set of primitive operations
that are used to manipulate storage entries (see Table 5.2). Transactions can also make use
of simple operators (e.g., algebraic and boolean) and simple flow control statements (see
Table 5.3). Primitive operations are classified into Retrieve, Update, and Control categories.
Retrieve operations include: read, to retrieve the value of a single key; read-range, to retrieve
the values of a range of keys; previous, to retrieve the key preceding another key; next, to
retrieve the key after another key; and contains, which indicates whether or not a given key
already exists in the key-value store. Update operations include: insert, to add a new key and
value to the store; write, to change the value of a given key; and delete, to remove a key from
the store. Transactions can declare local variables. Local variables persist for the duration of
the transaction, and can be shared between partitions by using control operations. Control
operations also support the multi-round execution: export pushes the value of a variable across
round boundaries and import retrieves the value of a variable from the previous rounds; and
rollback indicates a failed execution due to application semantic constraints (control operations
are further explained in Section 5.3). To ensure termination, limits are placed on the number

57

5.2 Callinicos design
Class

Operation

Lock

Retrieve

read(key)
read-range(start-key, end-key)
previous(key)
next(key)
contains(key)
write(key, value)
insert(key, value)
delete(key)
export(variable)
import(variable)
rollback

read
struct read+read
struct read+read
struct read+read
read
write
struct write+write
struct write+write
—
—
—

Update

Control

Table 5.2. Transaction primitive operations (read and write locks are acquired on single
keys; structural read and write locks are acquired on their respective ranges).

of operations in a given transaction and the time spent while executing it. These limits are
arbitrarily chosen, and are application-specific.
Operator

Notation

Multiplicative
Additive
Logical AND
Logical OR
Logical NOT
Relational
Equality
Assignment
Decision-making
Looping

⇥, /
+,
&&
||
!
<, >, <=, >=
==, ! =
if-then-else
while

Table 5.3. Transaction operators and flow control statements.
Callinicos guarantees a form of strict serializability that accounts for update transactions
from all clients and retrieve transactions submitted by correct clients.5 In other words, we do
not care about retrieve transactions from misbehaving clients. For every history H representing
an execution of Callinicos containing committed update transactions and committed readonly transactions submitted by correct clients, there is a serial history Hs containing the same
transactions such that (a) if transaction T reads an entry from transaction T 0 in H, T reads
the same entry from T 0 in Hs ; and (b) if T terminates before T 0 starts in H, then T precedes
T 0 in Hs . Moreover, Callinicos ensures that every transaction submitted by an honest client is
terminated, i.e., that no Byzantine behavior can prevent an honest transaction delivered to at
least one partition from being executed.
5

An update transaction contains at least one operation that modifies the state.

58

5.2 Callinicos design

5.2.2 Multi-round transactions
Multi-rounds transactions are a generalization of the concept of single-round transactions
(Aguilera et al. [2009]; Cowling and Liskov [2014]; Padilha and Pedone [2013]). By definition,
once delivered single-round transactions are executed, voted upon, and replied at once. This
execution model is very useful but it limits the kinds of operations that can be implemented.
We illustrate the limitations of single-round transactions and the usefulness of multi-round
transactions with a simple command to swap the contents of two keys (see Algorithm 1); a
more elaborate use of multi-round transactions is presented in Section 5.5.
Algorithm 1 A simple command that requires data exchange among servers or a multipleround transaction when keys ke ya and ke y b are stored in different partitions.
1: swap (ke ya , ke y b ) {
2:
a
read(ke ya )
3:
b
read(ke y b )
4: write(ke ya , b)
5: write(ke y b , a)
6: }

There are two ways in which an application can implement the swap command with
single-round transactions in a partitioned key-value store. Both alternatives, however, present
downsides. The first way is to split the swap command in two separate, independent transactions.
A first transaction t 1 reads the values of both keys, and then a second transaction t 2 updates
the values. The downside of this approach is that the swap command is no longer atomic, and
therefore prone to inconsistent execution, as a third transaction t 3 could execute between t 1
and t 2 and change either of the values, which would potentially lead t 2 to cause data loss.
The second way uses a “spin-lock pattern.” The first transaction t a reads the current value
of the keys, and the second transaction t b includes a check that guarantees that the writes
will only proceed if the keys still have their original values—notice that checking whether keys
contain a particular value can be implemented using a single-round transaction. If the second
transaction fails, the procedure is restarted with t a followed by t b . Although this approach
avoids a non-serializable behavior, it suffers from two downsides: (a) it no longer guarantees
liveness, and (b) it introduces contention at the application level. The liveness problem happens
because there is no guarantee that transaction t b will ever succeed. Application-level contention
is problematic because it results in application-induced aborts, which are difficult to avoid at
the storage level (e.g., even if transactions are executed sequentially).
Callinicos avoids these issues by allowing multi-round transactions. Multi-round transactions
split the execution of a multi-partition transaction in several rounds, and allow partitions to
exchange data between rounds. For example, the swap operation would be split in two rounds.
In the first round the values of the keys are retrieved and in the second round the keys are
updated, all within the same transaction. We discuss the implementation of the swap command
in more details in Section 5.3.1. Multi-round transactions also provide the foundation for
on-demand contention resolution, described in Section 5.3.2.

5.2.3 Client-mediated transaction execution
In a partitioned database, data exchange between partitions can be performed in two ways.
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The first way is to have the partitions exchange data between themselves. In this case,
if a partition requires data from another partition, it contacts the other partition directly.
This communication pattern is not advisable in a BFT context. For two n-sized partitions to
communicate with each other, O (n2 ) messages would have to be exchanged in order to tolerate
Byzantine failures.
The second way uses a third party (e.g., a client) as a mediator for the message exchange.
In this case, servers from each partition send the data to be transferred to the third party, which
then forwards it to the proper destination. In this case, two n-sized partitions can communicate
by exchanging O (n) messages. The trade-off is the increased CPU usage needed to sign the
exchanged messages to prevent tampering by the third party.

5.2.4 Partitioning oracle
We assume that clients have access to a partition oracle, which knows the partitioning scheme
and is able to correctly map a transaction to its relevant partitions. The oracle is not necessarily
accurate but it is complete. That means the oracle can either: (1) make a strong assertion about
the data layout, e.g., the partition to which a key belongs, the partitions where a given range of
keys can be found, or the scope/range of a given indirection (accurate), or (2) report that no
assertion can be made, and return that all partitions need to participate (inaccurate). In either
case, all partitions involved must be part of the oracle’s answer (complete). In other words, from
an architectural point-of-view the oracle is a repository of metadata about the data layout used
by the applications. It is important to notice that, although clients rely on the oracle to ensure
that transactions are multicast only to the partitions involved in it, the lack of an oracle affects
only the capacity to optimize the execution of transactions. A deployment without an oracle
will offer the same guarantees as a deployment with an oracle, albeit with limited scalability.
The choice of a partitioning scheme has a direct effect on the scalability of the execution of
operations. In a system using a locality-insensitive partition scheme (i.e., schemes that do not
place keys that are semantically close together) the partition oracle cannot know a priori which
partitions will contain values for any given range of keys, and thus the transaction has to be
sent to all partitions to ensure a consistent result. In this case the overall performance will be
no better than a single replica. In a locality-sensitive partition scheme (e.g., range-based) the
partition oracle can optimize the mapping of transactions to partitions and indicate only the
partitions where the requested ranges are known to be located. The next section exemplifies
this trade-off between oracle accuracy and execution scalability. In summary, choosing a proper
partitioning algorithm, and making it available through the oracle is fundamental. This choice,
though, is application-specific and beyond the scope of this work.
The scalability of Callinicos is also affected by the complexity of the multi-round transactions.
Large, complex multi-round transactions spanning many rounds are executed in the same way
as single-round, single-partition transactions, i.e., atomically. In practice this means that any
transaction conflicting with such large and complex multi-round transactions will be blocked
until their execution is completed. This blocking is necessary to ensure strong consistency, but it
may also impair scalability.
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5.3 Transaction execution protocol
The lifetime of a transaction in Callinicos involves two conceptually independent phases. In the
first phase, transactions are pre-processed by the client, and are transformed in a transaction
matrix which is the input for the second phase. The second phase is the execution of the
transaction matrix, using the multi-round execution and the on-demand contention resolution.

5.3.1 Client-side pre-processing
The application code on the client takes the full transaction description and converts it into a set
of partition-specific operations called the transaction matrix. Each column in the transaction
matrix represents a partition-specific sequence of rounds (see Tables 5.4 and 5.5 for examples
with the swap operation). Each row in the matrix represents the operations that will be executed
in a single round. To build a transaction matrix, clients must establish the data dependencies
between operations (i.e., which operations rely on data retrieved from previous operations).
Using the data dependency information and with the partitioning oracle, clients organize the
transaction’s operations in columns and rows by following this set of rules:
1. Operations that are confined to specific partitions are placed on their respective columns,
or are executed on all partitions.
2. Operations that depend on the outcome of a previous operation (a.k.a. dependent
operations) are placed on the row immediately after the row of that operation.
3. Independent operations are executed as early as possible.

Round 1
Round 2

Partition 1
a
read(keya )
export(a)
import(b)
write(keya , b)

Partition 2
b
read(key b )
export(b)
import(a)
write(key b , a)

Table 5.4. Swap matrix with accurate oracle.

Assuming a two-partition deployment, and that keya and key b are on partitions 1 and 2,
respectively, the transaction matrix for the swap transaction showed in Algorithm 1 will be a
2 ⇥ 2 matrix (see Tables 5.4 and 5.5).
Both reads in the swap matrix are independent from any other operation and thus are
executed in parallel in the first round. Since the writes depend on the result of the reads, they
are placed on the second round of the transaction. Then, based on the partitioning oracle
output, the client adds operations for both partitions to export and import data at the end and
beginning of each round, respectively. The purpose of the export and import operations, as well
as the data transfer mechanism between rounds is presented in detail in Section 5.3.2. If the
partitioning oracle can accurately determine the partitions keys keya and key b belong to, then
each read and write will involve a single partition (Table 5.4); otherwise, the operations are
sent to all partitions that can possibly store the keys (Table 5.5).
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Round 1

Round 2

Partition 1
if (contains(keya )) {
a
read(keya )
export(a)
}
if (contains(key b )) {
b
read(key b )
export(b)
}
import(a, b)
if (contains(keya )) {
write(keya , b)
}
if (contains(key b )) {
write(key b , a)
}

Partition 2
if (contains(keya )) {
a
read(keya )
export(a)
}
if (contains(key b )) {
b
read(key b )
export(b)
}
import(a, b)
if (contains(keya )) {
write(keya , b)
}
if (contains(key b )) {
write(key b , a)
}

Table 5.5. Swap matrix with inaccurate oracle.

5.3.2 Execution under normal conditions
A Callinicos transaction has a well-defined lifecycle (see Figure 5.2). Once delivered for
execution, a transaction will transition first to a transient state (i.e., ordering or pending), and
then reach a final state (i.e., committed, failed). All state transitions are irreversible, irrevocable,
and can be proved by signed certificates, which are generated as part of the state transition.
State transitions happen as the result of the round executions. Each round is composed of a
request-reply exchange between a client and the partitions. Requests from clients can either
start a new transaction, continue an ongoing transaction, or finalize a transaction. Replies from
servers contain a signed vote with the round number, the outcome of the round, the current
timestamp of the transaction, and any applicable execution results. Servers implement a local
and unique counter, used to assign timestamps to transactions, as described next.
Under normal conditions (i.e., in the absence of failures and malicious behavior), a transaction follows the sequence of steps described next.

Transaction submission. A client submits a new transaction t by multicasting t’s transaction
matrix to each partition g involved in t. One multicast call is done per partition (see Figure 5.3,
Step 1, and Algorithm 2, Line 9). Since the matrix is fully defined before it is multicast to
the involved partitions, all servers are able to compute the same unique identifier from the
matrix’s digest. Furthermore, every server knows how many rounds are needed to complete the
transaction, which data should be returned in each round, and which data will be received in
each round.

The first round. Once server s delivers t (i.e., by participating in the BFT atomic multicast),
t becomes delivered at s and the current value of s’s counter becomes the timestamp ts of
transaction t (see Algorithm 3, Lines 4 to 10). Each correct server s computes t’s unique
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Figure 5.2. Transaction lifecycle in Callinicos.

































(a) with data transfer






































(b) with ordering

Figure 5.3. Execution of a two-round transaction.
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Algorithm 2 Client-side contention resolution algorithm
1: Execute short-transaction t with operations ops
2: t.ops
ops
3: t.id
digest(ops) // compute id from t’s operations
4: t.cset
; // t.cset has all groups g willing to commit t
5: t.out come
? // a value in {?, commit, fail, order, pending, abort}
6: for all g 2 par t(t.ops) do // for each partition g in t
7:
t.cer t[g] ? // no vote certificate for t from g so far
8:
t.r es[g] ? // no result for t from g either
9:
amcast g (EXECUTE, t.ops) // multicast t to group g
10: Receive RESULT or ORDER vote from each partition and reply
11: upon receive({t.id, t.ts, t.vot e} p , t.r es) from ( f g + 1) ⇥ p in g
12:
t.cer t[g] {t.id, t.ts, t.vot e} p1 ,...,p f +1 // update g’s certificate
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:

g

if t.vot e = ORDER then t.out come
ORDER
if t.vot e = FAIL and t.out come = ? then
t.out come
FAIL
if t.vot e = COMMIT then
t.r es[g]
t.r es // add g’s results
t.cset
t.cset [ g // add g to t’s commit set
if t.cset = par t(t.ops) then t.out come
COMMIT
if 8g 2 par t(t.ops) : t.cer t[g] 6= ? then// all voted
if t.out come = ORDER then// at least one voted conflict
t.cset
; // reset votes, as t will be re-executed
for all g 2 par t(t.ops) do amcast g (ORDER, t.id, t.cer t)
for all g 2 par t(t.ops) do // for each partition g in t
t.cer t[g] ?
t.r es[g] ?
else// at least one voted fail or all voted commit
for all g 2 par t(t.ops) do amcast g (FINALIZE, t.id, t.cer t)
if t.out come = COMMIT then notify (COMMIT, t.r es)
if t.out come = FAIL then notify (FAIL)
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Algorithm 3 Server-side contention resolution algorithm (replica p at group g)
1: Initialization
2:
deli ver ed
;
3:
t imest amp
0.g
4: upon deliver g (EXECUTE, t.ops), multicast by client c // sent from line 9
5:
t.id
digest(t.ops)
6: if t.id 62 d eli ver ed then// if I did not vote for t yet
7:
t.client
c // preserve the client address for later reply
8:
t imest amp
t imest amp + 1
9:
t.ts
t imest amp // assign t a transient timestamp
10:
d eli ver ed
d eli ver ed [ {t.id}
11:
if 9u.id 2 d eli ver ed : u.ts < t.ts and
t.st atus 6= FINALIZED and u conflicts with t then
12:
t.vot e
ORDER // even single partition transactions may receive a conflict reply
13:
t.st atus
PENDING
14:
send({t.id, t.ts, t.vot e} p , ?) to t.cl ient
15:
else
16:
t.st atus
EXECUTABLE
17: upon deliver g (ORDER, t.id, t.cer t) from client c and valid(t.cer t)
18:
ma x ts
max(timestamps(t.cer t)) // highest value becomes t’s timestamp
19: if t imest amp < ma x ts then
t imest amp
floor(ma x ts)+0.g // get biggest timestamp assigned to t
20: if ma x ts > t.ts then t.ts
ma x ts
21:
t.vot e
?
22:
t.r esul t
?
23:
t.st atus
EXECUTABLE
24: upon deliver g (FINALIZE, t.id, t.cer t) from client c and valid(t.cer t)
25: if outcome(t.cer t) = FAIL then rollback(t)
26: if outcome(t.cer t) = COMMIT then commit(t)
27:
t.st atus
FINALIZED
28: Execute transaction t when its turn comes
29: upon 9t.id 2 d eli ver ed : t.st atus = EXECUTABLE and
(8u.id 2 d eli ver ed : t.ts < u.ts or u.st atus = FINALIZED or
u does not conflict with t)
30: (t.vot e, t.r esul t)
execute(t.ops)
31:
send({t.id, t.ts, t.vot e} p , t.r esul t) to t.cl ient
32:
t.st atus
PENDING
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identifier from a digest of t’s operations.6 The server then tries to acquire all the locks required
by t as explained next (Figure 5.3, Step 2). If the lock acquisition fails (i.e., a conflicting
transaction is detected), then s stops the execution of t and issues a signed vote for ORDER
(Figure 5.3(b), Step 2.1, and Algorithm 3, Lines 11 to 14), meaning that s requires the next
execution round of t to be an ordering round; t is now in the ordering state at s (event 1 in
Figure 5.2). If s can acquire all locks needed by t, then s will execute t’s operations that belong
to the current round (Algorithm 3, Lines 16 and 28 to 32). If s finds a rollback operation, it
stops the execution of t, issues a signed vote for FAIL, meaning that it expects the current round
to be the last, and that the next multicast from the client will provide a termination certificate. If
s completes t’s execution in the current round and the round is the last, s issues a signed vote
for COMMIT (Figure 5.3(a), Step 6). If the current round is not the last, then s issues a signed
vote for CONTINUE (Figure 5.3(a), Step 3). In the case of a vote for CONTINUE, if the transaction
contains any export operations in the current round, the respective variables are included in
the signed vote. For any of these three votes t also becomes pending (event 2 ). In any case, a
server’s vote on the outcome of a round is final and cannot be changed once cast.

Lock management. A transaction can request retrieve and update locks on single keys and
ranges of keys. Both single-key and key-range locks keep track of the acquisition order in a
locking queue, i.e., a queue containing all the transactions that requested that specific lock,
ordered by increasing timestamp. Retrieve locks can be shared; update locks are mutually
exclusive. A transaction can upgrade its retrieve locks to update locks. If the update locks
conflict with other locks already in place, it will trigger an ordering round. Lock acquisition is
performed sequentially, by a single thread, and at once for the complete transaction matrix, i.e.,
when acquiring locks each server traverses its entire column and tries to acquire locks for all the
keys explicitly defined in all rounds. If some round performs retrieve or update operations on a
key that is the result of a previous round, then the server must perform a partition-wide lock.
Callinicos’s execution model avoids deadlocks since all the locks of a transaction are acquired
atomically, possibly after ordering. If two conflicting multi-partition transactions are delivered
in different orders in two different partitions, then each transaction will receive at least one vote
to ORDER from one of the involved partitions, which will lead to both transactions being ordered.
Subsequent rounds. The execution of each following round starts with the client multicasting
the vote certificate from the previous round (Figure 5.3(a), Step 4). Each server then validates
the signatures, tallies the votes, and proceeds according to the outcome of the certificate. If
there is at least one partition vote for ORDER, then s will perform an ordering round, as explained
below (Figure 5.3(b), Step 2.2). Once the ordering round execution is finished, t becomes
pending (event 3 ). If the certificate resulted in a consensus of CONTINUE votes, s executes the
next round of t. The execution of the next round starts with the importing of variables exported
in the previous round as indicated by export operations. These values are stored locally for
the duration of the transaction, and are used in subsequent rounds. Once the execution of the
round completes, the server issues a signed vote following the same rules as the first round.
If the vote is CONTINUE (i.e., it is not the last round of t), t remains pending (event 4 ). It is
important to notice that a server will not execute a new round until it has been presented with
a vote certificate for the previous round. Furthermore, a server will not re-execute a round for
which it has already issued a vote, unless it is an ordering round.
6

To ensure uniqueness clients are required to provide a nonce.
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The ordering round. The server performs an ordering round by gathering the timestamps from
the partition votes for ORDER, and selecting the highest (i.e., maxts). If s’s counter is lower than
maxts, s updates its own counter to match maxts (Algorithm 3, Line 19). Then, the timestamp
of t is updated to maxts (Line 20), t’s locks are re-ordered, and t is scheduled for re-execution
(Figure 5.3(b), Step 2.3, and Algorithm 3, Lines 21 to 23). In other words, t will have the same
timestamp in all involved partitions. The re-ordering of t’s locks ensures that for all locks `
acquired by t, there is no transaction u with a timestamp lower than t ordered after t in `’s
locking queue. We explain the re-ordering of locks below. Since a change of execution order
may lead to a different outcome, t is re-executed when it becomes the transaction with the
lowest timestamp that has no conflicts. The ordering round, if present, will always be the second
round since the lock acquisition is performed as part of the first round. As a corollary, honest
servers are not allowed to vote for ORDER as the outcome of any round besides the first round.
Furthermore, after an ordering round t is guaranteed to acquire all required locks since the
criteria for execution requires all conflicting transactions with a lower timestamp to finalize
before t is executed. Finally, notice that this does not undermine the irrevocability of the server’s
votes. Although the re-execution of a re-ordered transaction generates a new vote, the new vote
does not replace the vote from the first round; it becomes the vote of the ordering round.
Re-ordering locks happens when the timestamp ts of t is changed. The re-ordering of
t in the locking queue of a given data item ` can either: (a) have no effect on the locking
queue order, (b) change the order between non-conflicting transactions, or (c) change the order
between conflicting transactions. In case (a), ts was increased, but not enough to change t’s
position within the locking queue. No conflicting transaction is affected, and therefore no lock
adjustment needs to be done. In cases (b) and (c), ts’s increase resulted in a position change for
t within `’s locking queue. For case (b), i.e., if every transaction u with timestamps between t’s
old timestamp and ts do not conflict with t, then only the position of t in `’s locking queue is
adjusted, and no further actions are necessary. An example of case (b) would be the re-ordering
of a retrieve lock amidst a series of other retrieve locks. For case (c), i.e. an update lock is
re-ordered after a series of retrieve locks, the locking state of each conflicting transaction u has
to be updated to assess whether or not u is eligible for re-execution (i.e., if u is the transaction
with the lowest timestamp that has no conflicts).
Transaction termination. If the incoming vote certificate contains either at least one partition
vote for FAIL (Algorithm 2, Lines 14 and 29) or a consensus of COMMIT votes (Lines 15 to 18,
and 28), then s treats the vote certificate as a termination certificate, i.e., a certificate that is
used to finalize t (Figure 5.3(a), Step 7). If the outcome is FAIL, then s rolls back t by discarding
any update buffers (Algorithm 3, Line 25). If COMMIT, s applies t’s updates (Line 26). In either
case, t is no longer pending and becomes a finalized transaction (events 5 and 6 , Line 27).
The locks associated with the transaction are released when the transaction finalizes.

5.3.3 Execution in the presence of failures
Both clients and servers can present Byzantine behavior. Server Byzantine behavior is tolerated
by the underlying atomic multicast primitive. Byzantine clients can attempt to disrupt the
protocol’s execution by (a) multicasting non-matching transaction operations (i.e., matrices) to
different partitions in the context of the same transaction; (b) leaving a transaction unfinished
in one or more partitions, which can also happen when a client fails by crashing; (c) intervening
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with the execution of a transaction issued by a correct client; and (d) attempting denial-of-service
attacks.

Non-matching transactions. For the first case, recall that transactions are uniquely identified
by their operations. Thus, the non-matching operations will yield different identifiers and be
considered different transactions altogether by the partitions. Since servers require a complete
vote certificate (i.e., including the votes of all involved partitions) to finalize a transaction, this
attack will result in unfinished transactions (i.e., forever in the pending state), which we discuss
below.
Unfinished transactions. A faulty client may leave a transaction unfinished by refraining from
executing all required transaction rounds. Our strategy to address this scenario is to rely on
subsequent correct clients to complete pending transactions left unfinished. If a transaction t
conflicts with a pending transaction u in some server s 2 g, s will vote for ordering t. In the
ORDER vote sent by s to the client, s includes u’s operations. When the client receives an ORDER
vote from f g + 1 replicas in g, in addition to forwarding the ordering vote certificate for t, the
client starts the termination of u by multicasting u’s operations to every partition h involved in
u. Notice that clients do not have to immediately start the recovery of u, in particular when u
is a multi-round transaction. Once t has been ordered, the client has a guarantee that t will
eventually be executed. The amount of time that the client should wait before trying to recover
u can be arbitrarily defined by the application.
If a vote request for u was not previously delivered in h (e.g., not multicast by the client
that created u), then the correct members of h will proceed according to the client’s request. If
u’s vote request was delivered in h, then correct members will return the result of the previous
vote, since they cannot change their vote (i.e., votes are final). If u is a single-round transaction,
then the client will gather a vote certificate to finalize u. If u is a multi-round transaction, then
the client will gather a vote certificate for the first execution round. In any case, eventually the
client will gather enough votes to continue and/or finalize the execution of u, following the
same steps as the failure-free cases.
Forced early termination of transactions. Byzantine clients cannot force an erroneous or early
termination of an honest transaction t. The atomic multicast protocol ensures that Byzantine
clients cannot tamper with each others transactions prior to delivery. Since we assume that
Byzantine nodes cannot subvert the cryptographic primitives, it is impossible for Byzantine
clients to forge a transaction (i.e., generate a transaction with different content but yielding
the same id) that will match the id of t once t is delivered. Furthermore, it is impossible for
Byzantine clients to forge the vote certificates. In other words, once t has been delivered to at
least one partition, that partition will be able to enlist help from honest clients to disseminate
t to the other partitions through the mechanism used to address unfinished transactions, and
complete the execution of t.
Denial-of-service attacks. Byzantine clients can still try to perform denial-of-service attacks
by submitting either: (a) transactions with many update operations, (b) multiple transactions
concurrently, or (c) transactions with a very large number of rounds. Although we do not
currently implement them in our prototype, a number of measures can be taken to mitigate such
attacks, such as limiting the number of operations in a transaction, restricting the number of

68

5.3 Transaction execution protocol

simultaneous pending transactions originating from a single client (e.g., Liskov and Rodrigues
[2006]), or limiting the number of rounds in a transaction. These attacks, however, will not be
able to force honest transactions to abort.

5.3.4 Correctness
We show that for all executions H produced by Callinicos with committed update transactions
and committed read-only transactions from correct clients, there is a serial history Hs with the
same transactions that satisfies two properties: (a) If T reads an item that was most recently
updated by T 0 in H (or “T reads from T 0 ” in short), then T reads the same item from T 0 in Hs
(i.e., H and Hs are equivalent). (b) If T commits before T 0 starts in H then T precedes T 0 in Hs .

Case 1. T and T 0 are single-partition transactions. If T and T 0 access the same partition, then
from the protocol, one transaction executes before the other, according to the order they are
delivered. If T executes first, T precedes T 0 in Hs , which trivially satisfies (b). It ensures (a)
because it is impossible for T 0 to read an item from T since T 0 is executed after T terminates. If
T and T 0 access different partitions, then neither T reads from T 0 nor T 0 reads from T and T ,
and T 0 can appear in Hs in any order to ensure (a). To guarantee (b), T precedes T 0 in Hs if
and only if T commits before T 0 starts in H. In this case, recovery is never needed since atomic
multicast ensures that T and T 0 are delivered and entirely executed by all correct servers in
their partition.
Case 2. T and T 0 are multi-partition transactions, accessing partitions in PS (partition set)
and PS 0 , respectively. We initially consider executions without recovery.
First, assume that PS and PS 0 intersect and p 2 PS \ PS 0 . There are two possibilities:
(i) either the type of operation requested by T and T 0 can be shared, or (ii) at least one
operation is exclusive and needs partial ordering. In (i), property (a) is trivially ensured
since neither transaction performs updates (i.e., these require explicit ordering) and thus one
transaction does not read from the other; to ensure (b), T and T 0 appear in Hs following their
termination order, if they are not concurrent. If they are concurrent, then their order in Hs
does not affect property (b). In (ii), from the algorithm (ii.a) T commits in every p before T 0
is executed at p, (ii.b) T 0 commits in every p before T is executed at p, or (ii.c) T is executed
first in a subset p T of p and T 0 is executed first in the remaining (and complementary) subset
p T 0 of p. For cases (ii.a) and (ii.b), we assume (ii.a) holds without lack of generality. Thus, T
precedes T 0 in Hs . Property (a) is guaranteed because it is impossible for T to read from T 0
since T will commit regardless of the outcome of T 0 . Property (b) holds because it impossible
for T 0 to execute before T . Although in this case the execution order of T 0 is obvious to an
external observer, the termination of T 0 requires the execution of the same steps as case (ii.c)
since its vote certificate will contain transient CONFLICT votes.
For case (ii.c), the vote certificate for T will contain either COMMIT or FAIL votes about the
outcome from p T and CONFLICT votes from p T 0 . Each of these votes contains a unique timestamp
for T . The presence of a CONFLICT vote from a partition in PS forces all of PS to update the
timestamp of T to the largest timestamp observed in the vote certificate (a.k.a. final timestamp),
and re-queueing T for execution. If the final timestamp of T is smaller than the final timestamp
of T 0 , then T will be executed before T 0 , and thus T precedes T 0 in Hs .
Now assume that PS and PS 0 do not intersect. Then T and T 0 can be in Hs in any order.
In either case, (a) is trivially ensured. T precedes T 0 in Hs if and only if T commits before T 0
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starts in H, and thus (b) is ensured. Recovery extends the lifetime of a transaction, but does not
change the argument above.

Case 3. T is a single partition transaction accessing P and T 0 is a multi-partition transaction
accessing partitions in PS 0 .
If T is executed before T 0 at P, T precedes T 0 in Hs . Property (a) follows from the fact that
T cannot read from T 0 ; property (b) follows because T 0 can only finish after T . If P 62 PS 0 ,
then (a) trivially holds and (b) can be ensured by placing T and T 0 in Hs following the order
they complete. Finally, if T is executed after T 0 at P, then T 0 will precede T based on its final
timestamp. If T 0 does not yet have a final timestamp, then T has to wait. If the final timestamp
of T 0 remains smaller than the timestamp of T , then T 0 precedes T in Hs . Property (a) holds
since T 0 cannot read from T and it is impossible for T to commit before T 0 , as T has to wait for
T 0 . Otherwise, T 0 will be such that T is executed before T 0 , and thus T precedes T 0 in Hs as
explained above.

5.4 Implementation
Our prototype was implemented in Java 7. The support for multi-round execution includes a
client and a server component. On the client side, this includes support for multi-round execution
by gathering votes from replicas, assembling them into vote certificates, and forwarding the
certificate to the replicas after each round. On the server side, we added support for the new
CONFLICT vote, the generation of timestamps, and the re-ordering of transactions based on the
shared timestamp information.
The locking infrastructure supports fine-grained locks for ranged operations. Instead of
locking the whole partition for range retrieves and insertions, Callinicos uses an interval tree to
keep track of the locks. The implementation of the interval tree offers O (log(n) + m ⇥ log(m))
complexity to acquire, update, and remove a range lock, where n is the number of transactions
pending, and m is the number of conflicting transactions. Our evaluation confirmed that this
additional cost is more than offset by the elimination of the partition-wide lock. Key locks are
implemented as priority queues, sorted by timestamp. Lock acquisition is performed in O (1),
since new transactions can only be inserted at the end of the queue. Both lock updates and
removals are worst-case O (m), since removal of the first transaction in the queue might require
a complete traversal of the key lock’s queue.
Our prototype includes an atomic multicast implementation based on PBFT (Castro and
Liskov [2002]) and the transaction processing engine. Our implementation of PBFT is based on
TCP connections. Despite the additional overhead inherent to the usage of TCP, we observed that
Callinicos throughput is dictated either by the speed with which the key-value store is able to
process transactions, or by the number of communication steps required by the BFT total order
multicast. On the other hand, using TCP enables: (1) reliable communication channels, and (2)
an easier deployment on cloud providers. Point (1) allowed us to simplify the implementation
by eliminating the need for ad hoc retransmission mechanisms to cope with message loss under
high network load. Point (2) was of utmost importance, given that our first prototypes relied
on IP multicast for intra-partition communication. The lack of support for IP multicast is a
well-known limitation of most cloud providers.
An unfortunate side-effect of the adoption of TCP was the discovery that, in the evaluation
environment presented below, we observed that approximately 500 concurrent TCP connections
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were sufficient to saturate a single CPU core even with minimal network traffic. This is due to the
overhead caused by the event selecting loop. To address this limitation, we developed a brand
new message-oriented Java I/O library, whose main goal was to allow transparent distribution of
TCP workloads across several CPU cores in a scalable way. The resulting library, called dsys-nio,
has been empirically shown to saturate 10Gbps links, as well as seamlessly handle thousands of
simultaneous TCP connections. Special care has been taken to make dsys-nio a highly reusable
component, and its full source code can be found at https://github.com/ricardopadilha/dsyssnio.
Our prototype currently relies on clients manually partitioning the transactions between
partitions and rounds. In other words, clients must assemble the transaction matrix manually.
We are currently working to automate this process. Our goal is to have application designers
provide a simple, partition-agnostic description of the transaction (i.e., considering the key-value
store as a single, unpartitioned entity), and then generate the transaction matrix automatically
using information from the partitioning oracle.

5.5 Evaluation
We emphasized our evaluation on scenarios that either have low contention, in order to
demonstrate the low overhead of our multi-round protocol, or that have high contention, to
demonstrate the efficacy of the ordering protocol.
We evaluated Callinicos with two different classes of applications: Buzzer, a Twitter clone
that tolerates Byzantine failures, and Kassia, a Byzantine fault-tolerant message queue system
modeled after Apache Kafka. Buzzer illustrates the low overhead of the multi-round protocol
under different levels of contention. Kassia demonstrates the efficacy of the ordering protocol
under extreme contention.
We detail these systems in the following sections.

5.5.1 Environment setup and measurements
We ran all the tests on a cluster with the following configuration: (a) HP SE1102 nodes equipped
with two quad-core Intel Xeon L5420 processors running at 2.5 GHz and 8 GB of main memory,
and (b) an HP ProCurve Switch 2910al-48G gigabit network switch. The single hop latency
between two machines connected to different switches is 0.17 ms for a 1KB packet. The nodes
ran CentOS Linux 6.5 64-bit with kernel 2.6.32. We used the Sun Java SE Runtime 1.7.0_40
with the 64-Bit Server VM (build 24.0-b56).
In the experiments, each client is a thread performing synchronous calls to the partitions
sequentially, without think time. Each partition contained four servers, which ran on the HP
nodes. The throughput and latency numbers in all experiments were selected at the point of
highest power in the system, that is, where the ratio of throughput divided by latency was at its
maximum. Although this does not represent the absolute maximum throughput of the system,
it indicates the inflection point where the system reaches its peak throughput before latencies
start to increase due to queueing effects.
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5.5.2 Buzzer benchmark
While testing Buzzer in Section 4.4.4, we observed that the “Mix” benchmark presented an abort
rate of approximately 15%. We dealt with that contention by implementing a retry loop with
an exponential back off. Through trial and error, we found a set of values for the exponential
back off that did allow conflicting transactions to go through with a relatively low abort rate
and without affecting the latency significantly.
We revisited that benchmark to understand better the source of the contention, and then
used that knowledge to fine-tune the social network data to control the amount of contention.
The definition of the Buzzer application and the specific benchmarks (Post, Follow, Timeline, and
Mix) remains the same.
We controlled the amount of contention by changing the connectivity of the social network
data. Since our Mix benchmark presented contention between posts/follows and timelines, we
changed the network data in two ways. First, we reduced the size of the social network to
10,000 users instead of the 100,000 used in Section 4.4.4. Then, using recent statistics from
Twitter,7 we inferred that a good approximation of the “friending” behavior of Twitter users
follows approximately a Zipf distribution with size 2,500 and skew of 1.25. In other words,
50% of Twitter users follow up to 7 people, 75% follow up to 42, and 90% follow up to 292
other people. We built our social network graph by sampling that Zipf distribution. In our
sample the user with the highest number of friends has 2488 friends. We call this network
net-2500. To contrast with this highly connected network, we created another network using
a Zipf distribution with size 25 and skew 1.25. We call this networks net-25. In the net-25
network up to 50% of users follow up to 2 people, 75% follow up to 7, and 90% follow up to 14
other people. There are 67 users with the maximum of 25 friends. Table 5.6 summarizes the
characteristics of these datasets.
Social
network
net-25
net-2500

Friend count
50% 75% 90%
2
7
14
7
42
292

Edge count
(approx.)
50k
1.2M

Contention
under mixed load
Low
High

Table 5.6. Comparison of social network datasets.

We distributed relationships such that each user has a 50% probability of having all of their
friends data on the same partition as their data is located. If not on the same partition, all
friends’ data will be placed only on exactly two different partitions. In other words, a user
assigned to partition zero (i.e., whose home partition is zero) may either have all its friends’ data
in his home partition or half of them in the home partition and half on another partition (i.e.,
the second partition). The second partition is chosen randomly. In practice, for the four partition
scenario this means that all data accessed by any given user has a 50% chance of being fully
contained in a single partition, and a 50% chance that it will be spread across any combination
of two different partitions (16.67% for each combination). We enforced this restriction to be
able to observe the scalability of the system as the number of partitions increase.
It is important to notice that the distribution of number of “friends” (i.e., number of users a
given user follows) is different than the number of “followers” (i.e., the number of users that
7

http://www.beevolve.com/twitter-statistics/ — Published on 10 Oct 2012.
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follow a given user). Data from the top 1000 Twitter celebrities8 indicates that the number
of followers can also be modeled as a Zipf distribution. For our benchmarks, however, we
deliberately did not enforce a Zipf distribution of followers, and opted instead for an uniform
distribution to avoid having an uneven load between partitions.
Both Post and Follow benchmarks started with an empty storage besides the user accounts. For
the Timeline benchmark, we preloaded the generated social network data. The Mix benchmark
required a hybrid approach to data storage. We also preloaded the social network data, but
since new posts and follows would significantly alter the size of timeline requests and the
interconnectivity of the network (thus increasing contention), we decided to store new posts
and follows in a separate storage area that was not accessed when executing timeline requests.
These posts and follows would still cause contention while their corresponding transaction was
pending.
We assess the Mix benchmark with three approaches to contention management. The
first variant, called Orderless, emulates the behavior of a transactional key-value store without
ordering (e.g., Aguilera et al. [2009], Augustus). The second variant, called Ordered, orders
all conflicting transactions. The third variant, called Hybrid, orders conflicting updates (i.e.,
posts and follows) but allows conflicting retrieve transactions (i.e., timelines) to abort. In other
words, if an update transaction conflicts with another update or a retrieve transaction, it will
go through an ordering round. If a retrieve transaction conflicts with an update transaction,
it will be aborted. Both in the Orderless and Hybrid benchmarks, if a transaction was aborted
clients would retry to submit the same transaction up to a hundred times before giving up and
indicating a failure.
To properly evaluate the throughput drop from one to two partitions, we introduced a new
metric to quantify contention in the system. We call that metric alpha. Alpha represents the
overhead caused by the contention handling mechanism, and is calculated differently for each
Mix variant. The throughput drop observed going from one partition to two is caused by the
increase of alpha. For the Ordered variant, alpha is defined as the ratio between the number of
ordered transactions and committed transactions. If there is no contention, then there are no
ordered transactions, and alpha is zero. If contention is at its maximum (i.e., all transactions
have conflicts), then all transactions will be ordered, making alpha equal to one. By definition,
then, 0 <= ↵or der ed <= 1. For the Orderless variant, alpha is defined as the ratio between
aborted transactions and committed transactions. This definition assumes that clients whose
transactions were aborted will retry the same transaction a certain number of times before
giving up. The number of retries is the measure of contention in this case. If a transaction is
committed in its first submission then alpha is zero. If all transactions have to be retried once,
then the system’s alpha is one. Since a priori there are no upper bounds on the number of retries
a client can try, the bounds on alpha are 0 <= ↵or der less < 1. By selectively enforcing order or
aborting, the Hybrid variant combines both behaviors for alpha. In practice, this means that
↵h y br id has the same asymptotic behavior as ↵or der less , i.e., there is no upper bound.
Defined this way, alpha attempts to quantify the system’s liveness from the point of view of
contention. In a system where a client’s transaction can be aborted an infinite number of times,
liveness is not guaranteed. As a corollary, if a system’s alpha has a limited upper bound, then
liveness is guaranteed. In the Mix benchmark, only the Ordered variant guarantees liveness,
and ensures progress.
8

http://twitaholic.com/top100/followers/ — Sampled July 2014.
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Figure 5.4. Post, Follow, and Timeline benchmarks. Timeline uses net-25.

Post, Follow, and Timeline benchmarks
In the absence of contention, we observe that Callinicos scales linearly with all transaction
types (see Figure 5.4). The Post benchmark, which consists of single-partition updates, scales
linearly from one partition (at 32K tps – see Figure 5.4(a)) to two (60K tps) and four partitions
(110K tps). The Follow benchmark, which consists of multi-partition updates, suffers from a
performance drop (from 21K tps to 7K tps) when going from one partition to two due to the
necessity of signed votes. Throughput scales when four partitions are used, going from 7K tps
to 14K tps. The Timeline benchmark suffers from a smaller performance drop when switching
to two partitions (from 1.2K tps to 1.6K tps), as no signed votes are required in this case. As
expected, the passage to four partitions scales linearly, from 1.6K tps to 3.2K tps. The difference
in absolute numbers between the Post/Follow and Timeline benchmarks is explained by two
factors: (1) timelines have a much higher message size, which means more processing time is
required to assemble replies; and (2) servers need to acquire range locks for all friends’ posts.
The median latencies remain approximately constant for all scenarios (see Figure 5.4(b)).
Posts have a relatively low latency with low variation (median at 3 ms, 95 percentile at 4 ms)
since they are single-partition, single-round transactions. In the single-partition scenario, which
does not require signatures, Follows have a median latency of 5 ms and a 95 percentile (95p)
of 5 ms. In the multi-partition scenarios latencies for Follows have a large variation due to
the bimodal nature of the test: single-partition Follows have a median latency of 3 ms, and
multi-partition Follows have a median of 42 ms, for both two- and four-partition scenarios.
The increase in latency going from one to two partitions is due to signatures and additional
communication rounds. Going from two to four partitions lowers latencies as the load spreads
across the sets of two partitions. Single-partition Timelines have a median latency of 35 ms with
a 95p of 49 ms. Both multi-partition scenarios have slightly higher median latencies (44 and
45 ms for two and four-partitions, respectively), and larger 95p latencies (79 ms for two and
four-partitions). Since Timelines do not require a signed certificate for committing, the increase
in the median latency is small. The variation of Timeline’s latencies is due to the difference in
size for different users (i.e., they are directly proportional to the number of friends).

Mix benchmark
Using net-25 (see Figure 5.5), all variants perform at comparable levels. Since the social network
is sparsely connected, there is little opportunity for conflicts between posts/follows and timelines.
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Figure 5.5. Mix benchmark using net-25.
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Figure 5.7. Alpha analysis for net-2500.

In all variants, a single partition is capable of approximately 1,200 tps (see Figure 5.5(a)).
The passage from a single to two partitions incurs a small throughput gain, between 16% and
22%. All variants’ throughput stay approximately between 1,400 and 1,450 tps. This is due
to the additional overhead of the multi-round protocol. Going from two to four partitions,
however, scales linearly in all cases. Median latencies remain in the same range for all variants,
around 21 ms overall for single-partition and around 70 ms for 95p. Breaking the latency in
its individual components (see Figure 5.5(b)) shows that medians are almost the same for all
operations, while the 95p remains consistent for the same operation across variants.
With net-2500, contention is so high, which leads to a different picture from net-25 (see
Figure 5.6). Single-partition performance is similar for all variants both on throughput and
latency, with throughput around 310 tps. The reduction in throughput from net-25 is explained
by reply sizes: with net-2500 timelines can incur messages as large as 1 MB. The reply sizes also
impacted latencies, as in all variants they are considerably higher than net-25, with a median
around 50 ms and a 95p around 150 ms.
For the Orderless variant, as the load increases, the odds that two concurrent transactions
conflict with each other increases to such a level that the average throughput drops to insignificant numbers (see Figure 5.7(a)). Although the peak throughput for Orderless with two
partitions is 40 tps (see Figure 5.6(a)), its asymptotic throughput (i.e., the value to which it
converges under contention) is 4 tps. Throughout the benchmark, 24% of the transactions were
aborted at least once, and 13% were abandoned after a hundred retries. The median latency of
54 ms is for the peak throughput, i.e., just before the contention reached significant levels (see
Figure 5.6(b)). Latencies for the asymptotic throughput were highly inconsistent, with a 95p up
to 2862 ms. In the four-partition scenario, throughput peaks at 58 tps, but sustained throughput
is only 14 tps. The throughput increase is due to the indirect reduction of contention caused by
the increased number of partitions. Since the transactions in the Mix benchmark are crafted to
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involve at most two partitions, the odds that conflicting transactions will be issued at the same
time for the same partitions is effectively divided by four (as there are four combinations of two
partitions). We observed that only 6.2% of the transactions had to be resubmitted and 2.4%
were abandoned.Alpha values ranged from zero to more than 800, i.e., several transactions
were retried several dozens of times.
For the Ordered variant, peak throughput for one and two partitions is close to the single
partition case (306 tps vs 262 tps), but the asymptotic throughput is significantly lower, at
151 tps. As we applied a linearly increasing load profile, a “wave” pattern emerged on the
throughput over load curve (see Figure 5.7(c)). This wave pattern presents three stages:
(1) the rise, where increasing load does not cause significant increase in contention; (2) the
fall, where increasing load contention causes throughput to drop; and (3) the steady state,
where throughput stabilizes at a lower level. In other words, once contention reaches a certain
level (around ↵or der ed = 0.2 according to Figure 5.7), throughput peaks. After this point,
there are two mechanisms that affect the performance fall. First, there is the cost of the
additional execution round to order the transactions. Ordering rounds necessarily imply signed
votes, which are costly to compute, transfer, and verify. Second, there is the nature of the
workload. In the Mix benchmark posts and follows were designed to be as conflict-free as
possible, e.g., two independent Follow transactions should never conflict with each other. In
the Ordered variant, however, a large enough Timeline request can become a conflict bridge
between two Follow transactions, thus making them indirectly conflict with each other. As
contention increases, this contention bridge phenomenon cascades into a complex network of
transaction dependencies. The network of dependencies eventually forces all transactions to
be ordered (though not necessarily in a single queue), thus limiting parallel execution. This is
confirmed by two observations made during the evaluation: (1) although throughput peaked,
neither CPU nor I/O were saturated, indicating that replicas were waiting for the completion
of the ordering rounds; and (2) at steady state almost half the transactions were ordered (see
Figure 5.7(c) after 150 clients). Our workload mandates 50% local transactions, which can be
delayed by cross-partition transactions, but do not have an ordering round. Since almost half of
the transactions were ordered, the majority of cross-partition transactions were ordered. The
four-partition scenario presents the same picture overall. Both peak and sustained throughput
doubled, going from 262 tps to 524 tps and from 151 tps to 372 tps, respectively.
To address the conflict bridge problem, we introduced the Hybrid variant, which aborts
Timeline transactions in case of conflict. We chose to abort retrieve transactions instead of
update transactions for two reasons. First, the retrieve operations are significantly larger, and
thus take longer to execute. This leads to a larger window of opportunity for contention. Second,
since the Mix benchmark consists mostly of retrieve transactions, it stands to reason that more
could be gained if those are allowed to abort. This approach was very successful, as can be
seen in Figure 5.7(d). Peak throughput was higher than the Ordered variant (313 tps), and the
asymptotic throughput remained the same. The rate of ordered transactions remained constant
at around 12 tps. The number of aborted transactions, however, increased as the load increased,
and by the end of the benchmark was at approximately 100 aborts per second. Although there is
no theoretical upper bound on the number of aborts, the hybrid approach seems to head towards
a limit. This limit is determined by CPU saturation, i.e., the point at which the processing thread
for the key-value store is aborting all retrieve operations. Once again, the four-partition scenario
presents the same picture overall. Both peak and asymptotic throughput doubled, going from
313 tps to 618 tps.
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5.5.3 Kassia benchmark
Kassia implements a message queue service on top of Callinicos, and whose API is similar to
Apache Kafka.9 Like Kafka, Kassia offers a distributed, partitioned, replicated commit log service.
This commit log service is used to provide the functionality of a messaging system.
Kassia uses the same abstractions as Kafka. Processes that generate new messages are called
producers, and they publish their messages to topics. Processes that subscribe to topics and
handle the feed of published messages are called consumers. Topics can be split in partitions,
but the definition and properties of a partition are different between Kafka and Kassia. In Kafka
partitions are used to improve parallelism while preserving ordering guarantees for consumers,
since Kafka is only able to ensure ordering for consumers when there is a single consumer per
partition.10 In Kassia, partitions are used to distribute the load of message production and
consumption by separating the topic’s queue and storage of the values.
A message queue in Kassia is a sequence of pointers to other keys. Each message queue
has a queueId key, which contains the last position in the queue. Each producer has a unique
producerId key, which contains the key to the last message published by that producer. To
ensure isolation between producers, all messages from a given producer are stored using a
concatenation of the producerId and a sequence number as the key. The key range starting with
producerId is called the storage area of the producer.
Algorithm 4 Message queue publish operation.
1: publish (queueId, producerId, value) {
2:
p
read(producerId)
3:
p
p+1
4: write(producerId, p)
5: write(p, value)
6: q
read(queueId)
7: q
q+1
8: write(queueId, q)
9: write(q, p)
10: }

To publish a message in Kassia (see Algorithm 4), a producer first appends the message to its
storage area, by incrementing the key producerId (lines 2 to 4) and using that value to generate
the message’s key (line 5). Second, the producer increments the queue’s pointer (line 7), and
uses the updated information to store a pointer to its storage area (line 9). If the producer’s
storage area is in a different partition than the queue, then the publish operation will be a
multi-partition two-round update transaction. We opted for this design because we believe that
the critical path in a message queue is the insertion of a new event in the queue, and that if
possible the message queue and the message contents should be hosted in different partitions.
In other words, since message insertion will be heavily contended, we will try to increase the
scalability of the consumers by allowing them to interact as little as possible with the partition
hosting the message queue.
To retrieve messages from Kassia, consumers need to perform three operations. First,
consumers read queueId to know how many messages there are in the queue. Then, consumers
retrieve a range of keys from the queue. Finally, consumers retrieve the specific values from the
9
10

http://kafka.apache.org/
According to https://kafka.apache.org/documentation.html
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Figure 5.8. Kafka vs Kassia producer benchmark.

different producer’s storage areas. Since Kassia implements a commit log, these three operations
can be performed in separate, independent transactions.
To compare Kafka and Kassia, we defined three workloads. The first deals with bundles
(or batches) of 200 messages of 200 bytes each, and is called “200x200.” The second deals
with batches of 40 messages of 1 KB each, and is called “40x1k.” Finally, the third deals with
batches of four messages of 10 KB each, and is called “4x10k.” We opted to preserve the overall
payload size (i.e., always around 40 KB of data) to reduce the variance of the network costs (e.g.,
transmission time, OS interrupts). Kassia producers were benchmarked against two variants: an
ordered Kassia deployment, which would order publication requests, and an orderless Kassia
deployment, which would abort publication requests in case of conflict. All producers and
consumers were setup to share the same message queue.
Kafka was deployed using its default configuration with one change: Kafka was instructed
to flush each incoming batch to disk after reception. This change was motivated by the lack of
fault-tolerance in Kafka’s default configuration, which batches a significant number of messages
before flushing to disk, and therefore can lead to message loss in case of a crash.

Message producers
Kafka is able to process 148 batches per second (bps), regardless of workload (see Figure 5.8(a)).
Its latencies have a low median (2 ms), but a high variation (95p at 60 ms – see Figure 5.8(b)).
This high variation is caused by the disk writes.
The throughput of Kassia depends on the workload. A single Kassia partition handles 300 bps
for both Ordered and Orderless variants on the 200x200 workload. Both 40x1k and 4x10k
workloads perform at a similar level, around 640 bps, for both Ordered and Orderless variants.
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Figure 5.9. Kafka vs Kassia consumer benchmark. Kassia 1P and 2P represent single and
two partition deployments, respectively.

The lower throughput of the larger batch is explained by the larger number of locks that need to
be acquired. Median latencies for the single-partition deployments are between 12 and 15 ms,
with a maximum 95p of 24 ms.
The two-partition deployments suffer from performance drops, caused by the multi-partition
multi-round update transaction overhead required for publication of messages. For the 200x200
workload, the Ordered variant (left half of Figure 5.8(a)) manages to sustain its throughput at
206 bps, but the Orderless variant (right half) peaks at 66 bps for two producers and eventually
falls to 3 bps once contention increases. For the 40x1k workload, the Ordered variant achieves
260 bps, but the Orderless variant peaks at 80 bps for two producers and eventually falls to
15 bps once contention increases. The 4x10k workload presents similar results, with the Ordered
variant peaking at 277 bps, and the Orderless variant peaking at 83 bps for two producers
and falling to 16 bps once contention increases. The median latency for two-partition Ordered
variants is 38 ms, with a maximum 95p of 49 ms. The median latency for Orderless variants is
12 ms, with a maximum 95p of 66 ms.
The four-partition deployments did increase performance by a small margin. The 200x200
workload went from 206 to 220 bps (a 7% increase). The 40x1k workload went from 259 to
302 bps (a 17% increase). The 4x10k workload went from 277 to 314 bps (a 13% increase).
Throughput did not scale linearly since all batches must interact with the partition which
contains the queue’s pointer. Our CPU and I/O measurements indicate that in the two-partition
deployments, it is the storage area that limits the overall throughput since it has to handle the
large payloads. In the four-partition deployments, however, the partition containing the queue’s
pointer becomes the bottleneck. This observation is confirmed by the median latencies, which
are either very close to the two-partition case (39 ms for the 200x200 workload), or significantly
lower (28 ms for both 40x1k and 4x10k workloads). For the Orderless variant, there is almost
no change.
To summarize, the producer throughput of a fully replicated Kassia partition is between 40%
and 326% faster than a single fault-tolerant Kafka server.

Message consumers
Kafka consumers present a steady behavior regardless of workload, always around 2,800 bps
(see Figure 5.9) and a median latency of 1 ms. Kassia’s throughput varies with the workload.
In the single-partition deployment, Kassia manages 988 bps with the 200x200 workload,
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2026 bps with the 40x1k workload, and 2128 bps with the 4x10k workload (see Figure 5.9(a)).
Although the overall message size is the same, the difference in throughput reflects the locking overhead. Median latencies for all workloads are similar (between 8 and 9 ms – see
Figure 5.9(b)). The maximum 95p is 11 ms.
The two-partition deployment scales linearly for the 200x200 workload, going from 988 to
1820 bps. The other workloads remain at the same performance level. Once again, the locking
overhead is responsible for the different behavior: in the 200x200 workload, the locking effort
is split between two partitions thus increasing throughput, while in the other workloads the
effort is not significant enough to cause a noticeable difference. The median latency for the
200x200 workload increases a little (from 8 to 11 ms), but it remains practically the same in the
other workloads.
The four-partition deployments confirm the pattern observed in the two-partition deployments. Both throughput and latencies are practically the same for all workloads. Our measurements of CPU and I/O indicate that it is the partition holding the queue’s pointer that is the
bottleneck.
To summarize, the throughput of a single Kassia partition when serving consumers ranges
from 35% to 75% of a single non-replicated instance of Kafka. Two Kassia partitions manage to
perform between 64% and 75% of a single non-replicated instance of Kafka, while providing
Byzantine fault-tolerance, strong consistency, and abort-free execution.

Chapter 6

Final remarks
The rise of cloud computing is changing the way very large-scale systems are designed, deployed,
and maintained. Accommodating the requirements of such systems is usually an exercise of
navigating around the many fundamental limits of computer science with regards to agreement,
fault tolerance, consistency, and so on. Current cloud-scale applications (e.g., Facebook, Twitter)
are notorious for their fluid nature, in the sense that these services have to re-design themselves
every few years to cope with the increasing load. There are many reasons for this constant
re-creation effort, but the one that is consistently mentioned is the “database bottleneck,” i.e.,
the notion that the persistency layer, usually implemented with traditional ACID storage systems,
is not capable to scale. Although we acknowledge that current RDBMS have limited scalability,
we defended the idea that strongly consistent, transactional and scalable storage systems are
possible. We also posited that such systems do not need to compromise on their ability to
support arbitrarily complex operations. Furthermore, we claimed that it is possible to manage
contention in a way that guarantees progress even in the most contention-prone applications.
Finally, despite its fundamentally open nature, we proposed that with proper application of
secret sharing algorithms it is possible to preserve confidentiality even in a cloud environment.
We discuss each of those topics below.

6.1 Research summary
This thesis offers four major contributions: (a) a confidentiality-preserving system, which can be
used for arbitrary server-side manipulation of obfuscated data, (b) a single-round transactional,
strongly consistent storage system, which scales for both retrieve and update operations, (c) a
generalized version of the atomic commit protocol supporting multi-round executions, and thus
enabling arbitrary operations, and (d) a contention management algorithm for cross-partition
transactions that eliminates aborts.

Confidentiality
Although a few systems in the literature offer Byzantine fault-tolerance with confidentiality
through encryption or non-homomorphic secret sharing schemes, Belisarius distinguishes itself
by applying a secret sharing scheme and retaining its homomorphism, which enables the
implementation of multi-party computation applications on top of a BFT total-order broadcast.
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Our performance measurements indicate that Belisarius compares favorably to other BFT systems
with confidentiality. Although our prototype limited itself to the application of an additive
homomorphic secret-sharing scheme, it still yielded a significant performance gain by shifting
the execution of operations to the server-side, whenever possible. Since Belisarius is agnostic
towards secret sharing schemes, once a non-iterative fully-homomorphic secret sharing scheme
is available, Belisarius can immediately take advantage of it to implement arbitrary confidential
server-side operations. The application of secret sharing schemes to protect confidentiality has
two major advantages over traditional encryption-based systems. First, it solves the problem of
key management for stored data in an elegant way. Key renewal is not an additional, potentially
complex protocol, it is conceptually merged with the share regeneration, which is part of the
day-to-day operations. Second, it is much more amenable to server-side manipulation of data.

Scalability
Scalability, strong consistency, and Byzantine fault-tolerance appear to be conflicting goals
when the topic is cloud-scale applications. Augustus approaches this issue with an optimized
BFT atomic commit protocol that enables scalable throughput under retrieve and update
transactions. Moreover, single-partition transactions (both read-only and updates) and multipartition read-only transactions are efficiently executed (i.e., without the need of expensive
signed certificates). We developed two scalable applications on top of Augustus, thereby
demonstrating its functionality. Buzzer shows how common operations in a social network
application can benefit from Augustus efficient transactions. BFT Derby illustrates how an
existing centralized database can be made scalable under common SQL statements. Although
our prototype is simple (i.e., it currently only supports single-statement transactions with a
SELECT, INSERT, UPDATE and DELETE operations and multi-statement transactions on single
keys), it is the foundation for more complex SQL-based data management systems.

Generalized short transactions
To achieve scalability, system designers adopt simple abstractions (such as partitioning and
short transactions) that are more amenable for parallel processing. These simple abstractions
have the undesired side-effect of imposing a ceiling on the kind of operations that are possible
with strong transactional guarantees. Callinicos solves that issue by introducing a generalized
version of the short-transaction model. The generalized model offers short-transactions (i.e.,
pre-defined transactions) that can be executed over several rounds, and that are capable of
exchanging data between partitions. The generalized short-transactions are modeled using a
transaction matrix, in which rows indicate the rounds, columns indicate the partitions, and
each cell contains the commands that a partition will execute during a round. We implemented
Kassia, a distributed BFT message queue that takes advantage of the multi-round transactions
to separate the queue’s sequence of messages from the content of the messages. This separation
allowed us to implement an efficient solution for both producers and consumers, with consumer
performance at a comparable level to non-replicated message queue servers.

Contention management
Contention is the Achilles’ heel of many distributed systems. Although traditionally the majority
of efforts has been towards minimizing contention at the design level, by preventing contention
altogether or assuming that contention will be low enough for its effects to be noticed, there
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are many scenarios where contention cannot be ignored, it has to be managed. Callinicos
uses a timestamp-based approach to partially ordering conflicting transactions instead of using
the timestamps only to detect conflicts and abort transactions, Callinicos uses the information
to reorder the transactions and ensure execution. We evaluated Buzzer using new social
network datasets with different levels of connectivity to fine-tune the level of contention. Our
experiments indicate that a fully ordered approach can sustain throughput, while the orderless
approach eventually collapses under contention. Furthermore, we evaluated a heuristic (abort
new retrieve transactions that conflict with existing updates) that further increased throughput
under contention with no significant impact on latency.

6.2 Future research
Multi-party computation
We hinted at the possibility of multi-party computation using Shamir’s secret sharing algorithm.
In particular, it is well-known that it is possible to transform Shamir’s algorithm in a fully homomorphic secret sharing algorithm by implementing multiplication (e.g., Gennaro et al. [1998]).
A short survey of the literature indicates many variants, each trying to improve complexity,
reduce the number of exchanged messages, and reduce the amount of data exchanged. These
algorithms can be summarized as a two-round execution: (1) each server multiplies the shares it
has received (increasing the order of the shared polynomial), and (2) each server sends specially
crafted messages to other share holders (to decrease the order of the shared polinomial). These
algorithms assume that the two rounds will be executed atomically. Failure to do so results
in data loss. Furthermore, many of the traditional multiplication algorithms assume “passive”
adversaries, i.e., adversaries that can eavesdrop but that cannot corrupt data. Callinicos offers
atomic multi-round execution, but the assumption of passive adversaries does not hold in a BFT
environment. Recent publications in this area appear to be more appropriate for a BFT context
(e.g., Asharov et al. [2011]), but further work is necessary to establish whether or not they are
compatible with the system models of both Belisarius and Callinicos, and if so, to adapt and
implement these algorithms.

Key-value store application interface
In our definition of the generalization of key-value store interfaces, we opted for the simplest
interface that would allow us to implement complex and useful applications. Although we do
believe that the interface presented by Callinicos is sufficient for a large range of applications,
we cannot assert that it is the optimal interface. Callinicos’s interface was the result of extensive
reverse-engineering of the storage needs of many well-established application types. This
effort could, and should, be backed by a more analytical and systemic approach. In other
words, we observed that a transactional BFT key-value store can be a solid foundation for
many applications. What would it take for it to be the foundation of all distributed applications
that require a persistence layer? One example of interface that could be improved is between
Augustus and the SQL engines. Although the consistency criteria are similar, the mapping
between SQL transactions (i.e., online, long-lived) and Augustus transactions (i.e., pre-defined,
short-lived) is not a simple task, and it is further complicated by the relatively simple interface
exposed by Augustus. A more analytical approach to this problem would have to address the
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theoretical differences in the transactions models, and establish a mapping at the model level,
which would then contribute to the application interface.

Conflict management heuristics
Callinicos provided us with some invaluable insight on the very nature of contention. We have
observed that in our efforts to manage contention, we ended up increasing contention (as
witnessed by the “wave” effect). Although that contention increase was a characteristic of the
specific scenario being evaluated, it was an important discovery for two reasons. First, that
establishing a partial order on transactions based on conflicts is not necessarily an optimal
strategy. And second, and perhaps more importantly, that not every conflict needs to be ordered.
The throughput wave was the result of the impact of the ordering protocol over normal execution
when every new transaction entering the system will conflict with some other transaction, and
therefore require an ordering round. Those conflicts were caused because all transactions were
waiting for execution, with their locks acquired. As discussed earlier, in that particular workload
this ordering was not necessary. In fact, one could argue that for all retrieve-heavy workloads
most ordering won’t be necessary. For example, if we take the Buzzer Mix benchmark, we
observed that allowing large retrieves to abort while ordering updates gave us the best of both
worlds. In this particular case, the heuristic seems very application-specific, but the overall
concept of conflict management strategies is worth of further investigation. Examples of lines of
research include optimizing the conflict detection strategy (by possibly delaying the reordering
or allowing clients to pre-allocate timestamps), or on-the-fly adaptation to the workload by
monitoring transaction types and scope, and adopting heuristics accordingly.
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