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Abstract—Geometry-related software is increasingly important
in computational science and visual computing. Engineering
such software is particularly challenging due to the size and
complexity of the data it operates on. In this paper we present
VESTIGE, a framework that employs visualization to address that
challenge. VESTIGE targets four software engineering activities:
(1) visualization-guided development, (2) monitoring and bug
detection, (3) test oracle generation, and (4) debugging. We
present five scenarios from our real-life experience as developers
of geometry-related software that show how VESTIGE helps to
improve the software development process. Integrating VESTIGE
into the development workflow takes little effort and can have
significant benefits.

I. INTRODUCTION

The fields of computational science and visual computing
include applications ranging from simulations of the human
heart all the way to rendering of feature movies. Many of those
applications are centered around geometry-related software,
that is, software that processes large and complex geometric
objects. In computational science, physical simulations typi-
cally use geometric descriptions of physical objects which are
connected to mathematical models of physical phenomena. In
visual computing, software for geometry processing manipu-
lates and modifies geometric objects, for instance to smooth
the geometry, to reduce or increase the resolution, or to morph
it.

(a) Raw data (roughly 400 000 numbers)

{ { {1.005, 1.412, 2.079}, {1.002, 1.402, 3.102} },
{ {1.173, 1.014, 2.459}, {1.129, 1.402, 3.114} },
...

(b) Geometric structure

Fig. 1. Data in geometry-related software (data courtesy of [1])

Figure 1 provides an example of the kind of geomet-
ric data geometry-related software needs to process. While
in traditional software categorical data plays a major role,
geometry-related software is dominated by large amounts of
numerical data. Such numerical data is hard to understand in
its raw form—it looks like a bunch of meaningless numbers
(Figure 1a). However, given that the data represents geometric
information, there are natural ways to visually represent it
to allow experts to easily recognize potential irregularities
(Figure 1b).

As with any other kind of software, geometry-related soft-
ware may fail. A failure in a program run is an externally
visible error in the program behaviour [2]. Developers use
monitoring and bug detection as well as testing approaches to
verify the behavior of a program. Such approaches depend on
the ability to formulate assertions or oracles. Due to the nature
of the data in geometry-related software, such oracles are often
difficult to implement, necessitating a manual inspection of a
visualization of the data.

Once a failure has been detected, it needs to be debugged.
Debugging is difficult, and as Reiss wrote [3], “we need to
make using software visualization for debugging the standard
practice of all programmers”. Early approaches to software
visualization, starting with Balsa [4] and followed by systems
such as Tango [5] and Zeus [6], focused mostly on algorithm
animation. Later work like DDD [7] provided visualization
front-ends to debuggers to enable the visualization of data
structures in addition to the normal viewing of source code.
The area of scientific visualization provides a host of visualiza-
tion approaches, such as Paraview [8] and VisIt [9], many of
them targeting the visualization of geometry-related software.
Some scientific visualization tools also provide support for
“in-situ visualization” [10], which couples the visualization
with the simulation code such that the data is visualized while
the simulation is running. However, scientific visualization
systems are not primarily focused on visualization for software
engineering. They are particularly strong in visualizing the
result of a computation, but are less concerned about how the
computation reached that result.

Finding the root cause of a failure is hard. It requires
a search in the execution history of a program [2]. This
search is simplified if failures can be reproduced more easily,
for example through (1) crash reporting, (2) the automatic
generation of test cases from failures, or (3) recording and
replaying the program execution. Automatic crash reports [11],



[12] usually do not provide enough information to completely
reproduce a failure. Automatic test case generation systems
such as ReCrash [13] and JCrasher [14] and full-fledged record
and replay techniques [15], [16], [17] can be too costly for
debugging geometry-related software with its large data sets
and long-running computations.

In this paper we present a light-weight approach that
integrates scientific visualization and software visualization
with the purpose of supporting the engineering of geometry-
related software. We realize our approach in VESTIGE, a cross-
platform, cross-language visualization framework. VESTIGE
specifically supports the activities of (1) visualization-guided
development, (2) monitoring and bug detection, (3) test oracle
generation, and (4) debugging. Most of the figures in this paper
are either produced with VESTIGE or are screenshots of the
same. VESTIGE is available open source.

The remainder of this paper is structured as follows:
Section II illustrates the classical approaches to developing
geometry-related software. Section III shows how VESTIGE
can be used with three main visualization-based analyses
to support the four principal activities described in Sec-
tion IV. Section V presents the implementation of VESTIGE.
Section VI illustrates five typical real-world scenarios using
VESTIGE, and Section VII concludes.

II. TRADITIONAL GEOMETRY-RELATED SOFTWARE
DEVELOPMENT PROCESS

A general characteristic of geometry-related applications is
the complexity of the objects it deals with. Because of this
type of data, complex and data-based assertions are hard or
impossible to formulate and check automatically. Nevertheless,
those conditions are often very easy to verify visually, because
of the intrinsic connection between the data, the geometry, and
the visualization. For instance, it is very hard to automatically
check if a set of points describing a concave polygon has
the correct ordering, while visually this is a trivial task.
From this example we also note that by looking at a textual
representation of the data, the task of visually confirming
the ordering might be intractable or time consuming, hence
ineffective and inefficient. In fact, a developer would most
probably start drawing the points on a sheet of paper or another
special purpose medium.

In our experience as developers of geometry-related soft-
ware, we have encountered three main debugging strategies:

1) Raw data inspection, which consists of looking at the
raw data using either the debugger or print statements.

2) External tool inspection, which exploits an external
tool such as Matlab, Paraview, or VisIt.

3) Ad-hoc tool inspection, which consists of implementing
an ad-hoc visualizer for each algorithm.

A. Raw Data Inspection

This type of inspection is almost effortless thanks to de-
buggers and the ease of printing raw data to the command
line. However, it can be difficult to understand what the data
represents due to its size or form. Moreover, adding code that

prints data requires the recompilation of the program, which
slows down the development workflow.

B. External Tool Inspection

Stand-alone scientific visualization tools provide an exten-
sive number of features for data analysis, both visual and
numerical. However, they have multiple disadvantages. First,
there is the need of exporting the data in a suitable file format
compatible with the chosen external software. Second, the use
of stand-alone visualization tools disrupts the development
workflow, requiring frequent context-switching to load the
exported data into the external tool, and potentially setting
up a new visualization each time by hand.

C. Ad-Hoc Tool Inspection

This approach is optimal for tailoring the visualization to
the actual problem but involves a considerable development
effort. The visualizer and the code share the same runtime,
which involves two drawbacks. First, it makes it difficult if
not impossible to compare different results from different
sources. Second, if the program crashes, all visualizations
are lost. Finally, ad-hoc tool inspection tightly couples the
visualization and the implementation code, which implies that
the visualization code cannot be reused in other applications.

III. SOFTWARE DEVELOPMENT WITH VESTIGE

We created VESTIGE to overcome the limitations of the
above traditional approaches. VESTIGE relies on the persis-
tence of the output; every object of interest in our program
exists independently of the current scope of the runtime. The
name VESTIGE stands for “a trace or remnant of something
that is disappearing or no longer exists1”, which exactly
matches our philosophy.

VESTIGE provides three visualization-based analyses:
spatio-temporal analysis, skeleton analysis, and function-
based analysis. Figure 2 shows a typical view for each anal-
ysis. Spatio-temporal analysis is based on a two-dimensional
visualization integrating the structure of geometric data and
the history of execution. Skeleton analysis and function-based
analysis involve two ways to represent the geometric data the
software operates on. These two analyses are supported by
different visualization types, summarized in Figure 3.

A. Spatio-Temporal Analysis

At the core of VESTIGE is its spatio-temporal tree (see
Figure 2 left). It integrates spatial and temporal aspects of
program execution into a single hierarchy. Given that the
information needs of developers in program understanding and
debugging tasks are very diverse, we picked a tree as a light-
weight and flexible approach to organizing information.

Each leaf of the tree represents a geometric object that
existed at some point in the program execution. Leafs are
added to the tree whenever a VESTIGE tracing function is
called, either from within the application code, or by invoking
it from within a debugger.

1Oxford Dictionary of English



Spatio-temporal analysis. Skeleton analysis. Function-based analysis.

Fig. 2. Illustration of the different types of analysis.

An interior node of the tree represents a spatial or tem-
poral grouping. Spatial groupings help to organize complex
geometries according to their structure (e.g., into independent
physical objects, or according to how an algorithm divides
the geometry). Temporal groupings help to see how a specific
object or a set of objects evolved through multiple steps of
an algorithm. Developers are free to mix and nest spatial and
temporal groupings in whatever way helps most to understand
a certain algorithm. For example, they can use the top few
levels of the tree to represent a spatial grouping, and the level
just above the leafs to represent temporal groupings of specific
components, or they can build a tree reflecting part of the
calling context tree of an algorithm.

Nodes in the spatio-temporal tree reside there until the
user explicitly removes them. This persistence enables the
comparison of results obtained at different moments in the
program, or even in previous program executions. This feature
enables the programmer to navigate backward/forward in the
execution history of a program, representing a light-weight
form of omniscient debugging [18], [19].

The spatio-temporal tree is supplemented with a visual-
ization of the call stack. This stack trace allows to easily
determine the calling context responsible for the selected node
in the spatio-temporal tree.

B. Skeleton Analysis

Skeleton analysis allows us to inspect and understand com-
plex three-dimensional graphs. These graphs are usually di-
rectly associated with geometric information. This information
includes geometric primitives such as points, lines, polygons,
and more complex composite data-structures such as meshes.
We can use information such as indexing, coloring, and size
of primitives to illustrate the associated meta-information. For
instance, we display the index associated with each node of a
polygon to verify if it contains two superposed nodes, or if the
ordering is correct. Additionally, we use the index information
to isolate failure-inducing inputs, to reduce the amount of data
considered in the debugging sessions.

C. Function-Based Analysis

Function-based analysis visualizes functions on surfaces and
volumes of complex geometries, which are typical of scientific
visualization. For instance, in computational mechanics we
visualize the stresses, displacements, or other quantities of an
elastic body being exposed to forces, see Figure 7. From the
visualization it is possible to have an intuition on the correct-
ness of the algorithm. For this purpose, software like Paraview
or VisIt provide a large set of advanced features for analysing
the data of the simulation. However, in software simulations
relying on complex mathematical models of physical phenom-
ena, visual verification might not be enough to guarantee the
correctness of the results, even if the visualization appears
reasonable. In these cases the results have to be cross-validated
with other software, available test data-sets, or field-specific
experts (e.g., physicians and physicists).

IV. ACTIVITIES SUPPORTED BY VESTIGE

VESTIGE supports four central activities in engineering
geometry-related software: visualization-guided development,
monitoring and bug detection, test oracle generation, and
debugging.

A. Visualization-Guided Development

In visualization-guided development, developers use VES-
TIGE throughout the development of a geometry-related algo-
rithm. This incremental development approach is particularly
useful for developing and implementing complex algorithms,
and when the description of an algorithm is not yet complete
or is unclear. The visualization helps for both verifying the
code and filling the gaps in the understanding. Moreover, in
the case of large or complex code with potential external
dependencies, a bug often produces a final output that, once
visualized, is incomprehensible. Hence, we plot and visualize
each important step or functionality of the algorithm.



Points. Frames. Faces.

Surface normals visualization. Function with iso-lines. Quantized flat coloring.

Fig. 3. Different visualization types possible in VESTIGE. The mesh is courtesy of Bronstein [20].

B. Monitoring and Bug Detection

VESTIGE supports the monitoring of full-fledged applica-
tions as well as individual algorithms. When running a long-
running or a multi-step computation, tracking intermediate
results with VESTIGE can speed up the development process,
and help to detect bugs early. Developers can launch a com-
putation and work on other tasks, and periodically check the
state of their computation in VESTIGE.

Because VESTIGE maintains a history of tracked data, it
allows to compare results between different executions, or to
monitor the evolution of multi-step algorithms through time,
such as numerical simulations or iterative and hierarchical
algorithms. In multi-step algorithms, bugs might reveal them-
selves after a certain number of steps. Monitoring the results
facilitates spotting the problems as they arise, without waiting
for the end of the algorithm, where the degeneracy is too big
and produces an unreadable visualisation.

C. Test Oracle Generation

Algorithms producing complex numerical data are usually
tested with an oracle. The output of such algorithms is gener-
ally large, and without a graphical representation it is difficult
to asses its correctness. One possibility is to use an external
software with the same algorithm as an oracle. However,
three main difficulties arise. First, running the algorithm in
isolation is not always possible. Second, numerical software
is often complex, hence finding the desired functionality and
using it can be non-trivial and time consuming. Third, the
representation of the data might be different and the result
might include small variations, such as ordering or precision.

Given the ease of visual verification, we can produce oracles
in a fast and efficient way. Once we have implemented the
algorithm we plot the output, verify it visually, store it in a
file, and then use the stored data to create an oracle. This
procedure does not have any of the problems arising from
software-based oracles, because the results are produced in
the same environment.

Because VESTIGE can easily capture results of intermediate
computations, we are not limited to generating oracles for end-
to-end tests. We can generate oracles for unit tests of small
functional units, and we can use them for regression testing.

D. Debugging

When a failure is encountered in one of the previous activi-
ties and the origin of the bug is unknown, we follow a recursive
fault isolation strategy. We start by plotting and visually
asserting the data produced by the high-level functionality
of the algorithm to spot faulty segments. Then, within the
segment, we repeat the same approach, only to a finer level of
detail. At the end, the approach converges to a small segment
that can be carefully debugged an analysed in isolation.

If the origin of the bug is data dependent and not yet clear,
we try to create the minimal data necessary to reproduce the
failure. This allows to perform a step-by-step analysis of the
runtime with the debugger and create unit tests. The step-by-
step analysis benefits from the integration of VESTIGE with
the debugger.

E. Comparison with Classical Approaches

VESTIGE exploits the advantages of the three inspection
strategies: raw-data, external-tool, and ad-hoc tool, described
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Fig. 4. Architectural view of VESTIGE.

in Section II, while limiting the disadvantages. Table I sum-
marizes this comparison. Because VESTIGE is conceived for
being integrated with the debugger, developers can correlate
the low-level raw data from the debugger with the correspond-
ing visualization in VESTIGE.

We emulate the external-tool inspection strategy without
the need of saving on the file-system by using inter-process
communication to communicate between the application or
the debugger and VESTIGE. We provide a C++ API that
allows applications to seamlessly integrate application code
and visualization code. The possibility of organizing the data
in a hierarchical fashion (Figure 6) helps the developer to
navigate complex data sets efficiently and effectively.

The different visualization-types provided by VESTIGE al-
low to tailor the visualization to specific problems almost as
well as with an ad-hoc visualization. In contrast to the ad-hoc
visualization, VESTIGE runs in a separate process and thus is
not bound to the lifetime of the debugged application.

V. IMPLEMENTATION

VESTIGE is a cross-platform, cross-language visualization
solution. It consists of two main components: a middle-
ware component that allows sending information through the
network to the second component, the “VESTIGE tool”, which
allows to visualize, inspect, and analyze geometric data (two or
three dimensional), its associated meta-data, and its evolution.
Figure 4 shows the architecture of VESTIGE. The target
application or the debugger communicate through the network,
using our protocol, with the VESTIGE tool.

Breakpoint

Debbuger

Visualization

Fig. 5. Working with VESTIGE within the IDE debugger.

A. Protocol

We designed a simple protocol to consistently send data
across languages and platforms to the VESTIGE tool. This
protocol consists of a JSON (JavaScript Object Notation)
header followed by binary or ASCII data representing the
geometric object. The main advantage of our protocol is its
platform and language independence; as long as it is possible
to open a socket, one can send and visualize data in the
VESTIGE tool. Listing 1 illustrates how to send a polygon from
a Java application to the VESTIGE tool, which is written in
C++. The functions toBytes use a ByteBuffer to convert
the primitive types to a byte array in little endian.

class Polygon {
private double[] points;
public void plot() throws IOException {
String header = //header;
long length = header.length();
ByteArrayOutputStream b = //...
b.write(

header.getBytes(Charset.forName("UTF-8")));
b.write(toBytes(nDims));
b.write(toBytes(nPoints));
for(int i = 0; i < points.length; ++i) {

b.write(toBytes(points[i]));
}
writeToSocket(b.toByteArray());

}
}

Listing 1. Java code snippet for sending a polygon to the VESTIGE tool.

Another advantage of our protocol is its extensibility: the
JSON header can be extended to support any possible data or
meta-data, such as debugging information or specific coloring.
Listing 2 shows an example of the JSON header describing a
red polygon called poly.

{
"type" : "polygon",
"name" : "example/poly",
"color" : [255, 0, 0],
"shader" : "Color Shader",
"debug_info": "debug information"

}
Listing 2. Example of JSON header for describing a red polygon called poly.

B. Debugger Integration

To visualize geometric data in VESTIGE, developers can
implement functions that send the data to VESTIGE using
the VESTIGE protocol. Listing 1 shows an example for Java.
Developers can then call these functions either from within
their application or from within a debugger.

To avoid the need to write those functions, we have
implemented a C++ library of common plotting functions,
which the developers can link with their application. Using
our library is similar to printf-debugging. A simple call like
dplotpoly(polygon, path, color) will ask VES-
TIGE to add the given polygon to the spatio-temporal tree
at the given path, and to use the given color to render the
polygon.

Our functions can be invoked directly within the
GDB/LLDB debugger, as shown in Figure 5. This re-



TABLE I
COMPARISON SUMMARY OF THE DIFFERENT DEBUGGING STRATEGIES.

Raw data access Visual No context switch Fast to use Portable Independent Tailored
Raw data 3 5 3 5 3 3 5
External tool 3 5 3 5 5 3 3 3 5
Ad-hoc 3 3 3 5 5 5 3
VESTIGE 3 3 3 3 3 3 3 5

moves the necessity to recompile the application ev-
ery time when new visualizations are needed. When-
ever the application is stopped in the debugger, the de-
veloper can easily visualize the current application state
by issuing commands like call dplotpoly(polygon,
"shc/poly", "0,0,255"). This specific call adds the
geometric object represented by the variable polygon to the
spatio-temporal tree under the path “shc/poly”, rendering it in
blue.

C. Visualization

The VESTIGE tool consists of a main canvas where we
display the geometric object, a tree-list representing the spatio-
temporal tree, and a set of tools to inspect and manipulate the
geometric objects and their attached meta-data. Because of the
potential size of the visualized objects, the canvas is hardware-
accelerated trough OpenGL. To facilitate the manipulation of
the geometric objects, we integrated 3D mouse interactions
such as rotations, zooms, and direct selections.

The spatio-temporal tree depicted in Figure 6 is generated
automatically from the name field in the protocol, following
the typical URL conventions. For instance, the JSON header
in Listing 2 produces a branch node called example containing
the leaf node named poly, which contains the polygon. Objects
with the same path prefix are appended accordingly to the
same branch automatically. Nodes can be hidden or deleted,
hence the user can filter the content of the scene based on his
or her particular needs. For instance, when using breakpoints
within the debugger, we might want to clear or hide previous
visualization steps to reduce clutter and to focus exclusively
on the data related to the current calling context.

The VESTIGE tool allows developers to change the visual-
ization type (points, lines, faces) for thoroughly understanding

Space

Time

Expand/collapse

Analysis tool

Show/hide

Delete

Fig. 6. VESTIGE spatio-temporal tree illustration.

the structure of the data, change the coloring and shading
(through GLSL shaders) for enhancing particular regions,
visualize functions as colors, and inspect the stack-trace of
where the plotting function has been called.

VI. SCENARIOS

In our daily work we use VESTIGE for debugging, visual-
izing geometric objects, and monitoring running simulations.
In the following we describe five explanatory scenarios to
illustrate our methodology with VESTIGE. We ran all the
scenarios on a MacBook Pro with i7@2.3GHz and 16GB of
RAM and we never experienced any performance issue.

These examples range from geometry processing to finite
element simulations [21]. The first two examples illustrate our
visualization-guided development, the third one shows how
VESTIGE can be used to monitor a simulation, the fourth
explains how VESTIGE is used to automatically create oracles,
while the last one describes debugging in VESTIGE. For each
of these examples we summarize the key ingredients in a table.

A. Contact Solvers in Computational Mechanics
Activity Visualization-guided development
Analysis Skeleton analysis, Spatio-temporal analysis

Visualization Lines, Faces, Coloring

Context: contact problems in computational mechanics
describe the interaction between two or more bodies where
their surfaces are touching. In Figure 7 we see an example of
three rods in contact with a structure. In order to be able to
simulate this phenomenon we need to first compute contact
data, which consists of surface normals, used for computing
the gap function, shown by red lines in Figure 8, and other
important quantities.

Implemented algorithm: the computation of the contact
data, as in [22], requires detecting the potential contact sur-
faces and establishing a pairwise correspondence between the
surfaces, hence obtaining a bipartite relationship graph. Once
this data is available, we can simulate the contact problem.

We have implemented a strategy to identify the different
contact regions and their correspondence, similar to the ap-
proach described by Yang [23]. The main issue is to establish
the pairwise correspondence such that the two sets are disjoint
and the elements of one set are not neighbors of any element
in the other set.

Use of VESTIGE: because of the complexity of the task we
decide to follow a visualization-guided development approach.
Hence, for assessing the correctness of the computed corre-
spondence, we visualize each triangle with a color describing
the set membership. The spatio-temporal tree allowed us to



Fig. 7. Deformation of four bodies in contact.

Fig. 8. Visualization of contact data.

organize the set of geometric objects populating the scene
with respect to their set membership and with respect to the
steps of the algorithm, thus simplifying the process of tracking
the temporal evolution of the algorithm, without having to
manually distinguish between the two sets.

Our visualization, shown in Figure 9 on the left, allows us
to immediately detect anomalies, because the coloring is not
contiguously assigned as expected. Visualizing each step of the
algorithm, which consists of a breadth-first color propagation,
helps to identify ambiguous cases which were not correctly
handled. Fixing these cases leads to the proper assignment
shown on the right-hand side of Figure 9.

Problematic. Correct.

Fig. 9. Color coding of the detected contact regions where the two colors
(green and orange) represent the two sets.

B. Parallel Intersection Detection

Activity Visualization-guided development
Analysis Skeleton analysis, Spatio-temporal analysis

Visualization Lines, Coloring, Numbering

Context: in finite element simulations and parallel com-
puting, a mesh is usually decomposed and distributed among
different processes and memory address spaces. Depending
on the problem and the related choice of the method (e.g.,
the mortar element methods [24] and their extensions [25])
computing geometric intersections between the distributed
meshes might be a necessary task. In Figure 10 we see
the intersection between two cubes (green and orange wire-
frames) and their intersection candidates.

Implemented algorithm: in order to compute these in-
tersections we implemented a parallel tree-search algorithm
[26]. In each step, the algorithm requires point-to-point com-
munication for exchanging the minimal data necessary for
continuing the search. The geometric knowledge for each
process with respect to the others is refined in an iterative way.
The algorithm asynchronously constructs the search-paths in
a breadth-first manner, with point-to-point synchronization at
each level of the search. The result consists of sets of possibly
intersecting elements, which are found without the need for
exchanging the actual element data.

Use of VESTIGE: we follow a visualization-guided devel-
opment approach, and we verify if the data being considered
and exchanged is what we expect. The data is visualized using
color-coding describing which process owns the data or which
process is supposed to receive the data.

We now refer to the examples shown in Figure 10. The two
cubes visualized as wire-frame surfaces are colored based on
the process owning them. Here, orange is process P0 and green
is process P1. The solid colored mesh consists of a selection
of all the tetrahedral elements in process 1 that are possibly
intersecting with any of the tetrahedral elements in process P0,
hence the orange coloring. The black lines, added a posteriori
for explanation purposes, show the false positives given by the
algorithm.

In addition we exploit the flexibility of the spatio-temporal
tree to mimic both the steps of the algorithm and their grouping
with respect to the different processes.

The visualization allows to geometrically verify if the subset
of data being considered was correct. When encountering
faulty output, the hierarchical structure of the spatio-temporal
tree allows us to easily and efficiently inspect only the data of
interest. For instance, the parallel search has been implemented
using an octree data-structure [27], [28], and visualizing its
parallel construction allowed us to easily spot bugs and reasons
for decreased performance. In Figure 10 we see a visualization
of the used octree, in the left picture with two levels of
refinement and in the right picture with five levels. In order
to compute the actual intersection, the “orange” process must
receive all potential candidates (the orange tetrahedra). Hence,
in Figure 10 left, the potential candidates for the intersection
are more (the arrow is longer) than the candidates in the right
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Fig. 10. Parallel tree intersection example, where the colors represent the different processes and the black arrow shows the false positives matches.

figure, which means more communication and slower program
execution.

Parallel algorithms are usually very hard to debug, but
thanks to VESTIGE, the persistence of the visualization, and
the spatio-temporal tree, we were able to quickly identify the
problems and understand them.

C. Real–Time Monitoring of Simulation Results
Activity Monitoring and bug detection
Analysis Function-based analysis

Visualization Faces, Coloring, Animations

Context: numerical simulations are usually very expensive
to compute. The possibility to visualize and detect errors in
their early phases allows to save much time. For instance, if
the input data and parameters are not well set-up or wrongly
assigned due to bugs, one can stop the simulation immediately.

Use of VESTIGE: the integrated commands and visualiza-
tions allow us to run and inspect results automatically with
minimal user interaction. This provides us with the possibility
to monitor the simulation while it is running, and to detect
degenerated states, such as the red areas in the right-most
part of Figure 11. Additionally, since the history is kept, one
can inspect all the steps of the simulation independently and
generate an animation like the one represented by the four
frames in Figure 11.

D. Polygon Clipping
Activity Test oracle generation
Analysis Skeleton analysis

Visualization Points, Lines, Coloring, Numbering

Context: general polygon clipping is a standard problem
in computational geometry and computer graphics. Here, a
polygon is defined as a sequence of points with a specific
ordering and it can be either convex or concave. Clipping a
polygon with another polygon can be considered as computing
the intersection of the two. The intersection can be a set of
disconnected points, a set of disconnected lines, or a set of
polygons. Even if it is a standard and small problem, the
amount of special cases to handle is rather large and so is
the number of tests needed to cover the possible outputs. Nu-
merical accuracy and robustness is also an issue, depending on
the application. For our applications robustness and accuracy

are determining factors, therefore we need to cover all the
special and degenerate cases.

Implemented algorithm: as described by Hormann [29],
the algorithm essentially consists of finding those portions of
the boundary of each polygon that lie inside the other polygon.
These partial boundaries can then be connected to form the
final clipped polygon.

Use of VESTIGE: the implementation and testing process
consist of creating two input polygons, verifying visually the
result, potentially debugging the algorithm in order to provide
a correct result, and saving the result for having the oracle. The
algorithm was tested and failed for degenerate cases. Changing
the algorithm to pass these tests would sometimes lead to
failure on previously tested cases, which were now tested au-
tomatically thanks to the oracles which we previously created.
VESTIGE was employed for both the visual verification for the
oracle creation and for debugging. The most important features
of the result were the shape of the intersection with respect
to the input polygons and the ordering of the result. We used
the commands for visualizing the polygons together with their
vertex numbering to asses the ordering.

For this particular algorithm it is difficult to find existing
oracles, while it is trivial to visually verify the output with
skeleton analysis. The seamless integration of VESTIGE with
the code of the algorithm allowed us to quickly and easily
generate our own oracles.

E. Adaptive Mesh Refinement Algorithm
Activity Debugging
Analysis Skeleton analysis, Spatio-temporal analysis

Visualization Points, Lines, Coloring, Numbering

Context: the quality of the results of finite element sim-
ulations depends on either the geometric approximation of
the geometric shape or the accuracy of the algebraic solution
within the simulation. Increasing the number of triangles
improves this criterion. However, the quality of the triangles
themselves (i.e., all their angles have to be as close as possible
to 60 degrees) affects the stability of the solution process.

Implemented algorithm: red-green refinement [30], [31]
is a standard algorithm in the context of finite element sim-
ulations and adaptivity [32]. The goal of the algorithm is to
subdivide a set of triangles (or tetrahedra in 3D) into smaller
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Fig. 11. Different time-steps for a linear elasticity simulation.

triangles, while keeping the quality of the triangles as high as
possible, without hanging nodes, as shown in Figure 12(h).

The algorithm starts by marking in red all the triangles
chosen for the refinement. Then we mark all the neighbours
of red triangles in green, as shown in Figure 12(b). Once all
triangles are correctly marked, we start by dividing each red
triangle into four smaller triangles, and each green one in two,
as in Figure 12(c). The green triangles are also subdivided to
create a valid mesh, as their subdivision allows to remove
hanging nodes. Finally, the red triangles maintain the same
quality as the original ones (the internal angles do not change),
while the green ones are of lower quality (one of the internal
angles is roughly halved). The algorithm allows for additional
levels of refinement, which means refining an already refined
mesh. Hence, for maintaining the overall mesh quality, it is
required that green triangles are tracked, so that they can
be merged again and refined as red triangles in successive
refinement steps, as shown in Figure 12(d).

Use of VESTIGE: we directly visualised the final result after
two steps of refinement and we saw that the connectivity was
broken, as shown in Figure 12(a) with its two hanging nodes.
Therefore we visualized the red/green coloring per triangle
and we discovered that, even though the coloring was correct
(Figure 12(d)), the green triangles were not treated properly
in the second refinement step. We noticed that the problem
occurred when we refined a triangle having a child of a green
triangle as a neighbour. This is a special case that was not
handled in our original and faulty implementation. We used the
index visualization to discover in which elements the problem
occurred, such that we could isolate the issue to a smaller
input, see Figure 12(e). Finally, we implemented the missing
case by following the visualization-guided development ap-
proach and visualized each newly added step of the algorithm,
which consists of first merging the two green children, and
then refining the merged triangle as a red one.

To verify that we merged the right triangles in a correct
way, we plotted the common edge to be removed, as in
Figure 12(f), and we visualized the refinement and the effect
on the neighbouring triangles, as Figure 12(g). The correct
output is shown in Figure 12(h). To facilitate the interaction,
we employed the spatio-temporal tree to organize the data
according to the refinement steps and to the coloring.

VII. CONCLUSION

VESTIGE is a domain-specific visualization framework.
It specifically supports the development of geometry-related
software.

We have used VESTIGE ourselves in our daily work during
research and software library development for the past three
years. Because VESTIGE seamlessly integrates into our devel-
opment process, it quickly grew from a marginal tool to an
essential part in our development tool-chain.

Because we work in research and our work involved the
development of novel geometry-related algorithms, we mostly
adopted the visualization-guided development approach. We
found that this adoption shaped the way we think about
programming our research algorithms. Now, we implement our
algorithms together with their visualization, which helps our
own understanding and allows us to more easily present them
to others.

VESTIGE was easily adopted by some of our colleagues
and students, who were enthusiastic about its simplicity and
immediacy. We hope that this paper and the open source
release of VESTIGE will enable other developers of geometry-
related software to benefit from software visualization, too.
Finally, we hope that our approach and ideas will spark similar
efforts beyond the geometry-related software domain.
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